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Facts

• Evaluation is becoming a key aspect of our life 

• it was not the same decades ago 

• Evaluation has good motivation and can lead to 
improvement 

• Evaluation became an obsession and can be detrimental 
to quality 
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Evaluation

The good, the bad 
and the ugly
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The good

• Society rightly asks for accountability 

• Universities and researchers can be detached from 
society—ivory tower 

• Evaluation can lead to quality improvement 

• helps focusing on goals and defining key performance 
indicators at all levels
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The bad

• No easy, ready-made, universal indicators 

• Indicators are not neutral, they introduce bias, they 
change behaviors  

• Quantitative indicators are objective, easy and cheap, 
qualitative indicators are subjective, hard and costly
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The ugly

• Spend more time and effort on evaluation related 
activities than on doing the real work which demands 
quality 

• Evaluation induces opportunistic behaviors (people learn 
and adapt) 

• Unprincipled evaluations have a long-term effect and 
damage future generations of researchers
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A walk through the circles of hell
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Level 1: University rankings

• http://www.topuniversities.com/university-rankings/world-university-
rankings/2014#sorting=rank+region=+country=+faculty=+stars=false
+search= 

• http://www.topuniversities.com/university-rankings/university-subject-
rankings/2015/computer-science-information-systems#sorting=rank
+region=140+country=+faculty=+stars=false+search= 

• http://www.shanghairanking.com/SubjectCS2014.html 

• http://www.usnews.com/education/best-global-universities/search?
region=europe&subject=computer-science&name= 

• https://www.timeshighereducation.co.uk/world-university-rankings/2014/
subject-ranking/engineering-and-IT#/sort/0/direction/asc
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Good news: all rankings are different

• QS World University Rankings 

• we (CS PoliMI) are 43, 9 (Europe) 

• Shanghai ranking 

• we are 151-200 worldwide 

• US News Education 

• we are 80 Worldwide 

• Times Higher Education (Thomson Reuters) 

• we are 83 Worldwide (Engineering&Technology)
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Should we care?
• Who cares about rankings? 

• Politicians, governments 

• Newspapers 

• http://www.italy24.ilsole24ore.com/art/business-and-economy/2015-07-22/the-ranking-of-
italian-universities-verona-and-bocconi-win-112747.php?uuid=AC3dDYV 

• Funding agencies  

• Families 

• Students 

• Universities 

• http://www.unitn.it/en/ateneo/1684/anvur-report-2013-trento-is-ranked-first-in-italy 

• http://www.polimi.it/en/english-version/

11

http://www.unitn.it/en/ateneo/1684/anvur-report-2013-trento-is-ranked-first-in-italy
http://www.polimi.it/en/english-version/


Level 2: Evaluation within universities

• Departments, or other organisational units, are evaluated 

• University policies, including funding, depend on 
evaluation 

• Evaluation increasingly reliant on quantitative indicators 

• #publications, #citations, h-indexes, … 

• € amount of autonomous fund raising 

• #patents, spin-offs and other outreaching activities
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Quantitative indicators

• Goals 

• cheap to produce indicators 

• eliminate/reduce bias through objective metrics 

• simplify decision making 

• rank strengths and weaknesses
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Intrinsic difficulties and fatal flaws

• The myth of "cheap indicators" 

• The myth of "universal indicators" 

• diversity of areas, disciplines, traditions 

• cannot compare "apples and pears" 

• The myth of "ranking"
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Refocusing the goal

• Recognize that identification of strengths and 
weaknesses is important 

• Instead of ranking departments among each others, try 
to position each among its peers (nationally, 
internationally)

15



Peer reviews

• They rely on expert judgement 

• They value qualitative over quantitative assessment 

• They are based on guidelines and an explicit definition of 
goals 

• They are based on self-assessment done by the targets, 
which has an intrinsic positive value
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Best practices: REF, UK
• An impressive evaluation effort 

• 6 years (2014, 2008) 

• 154 UK institutions (CS: 89) 

• 52,061 FTE academic staff (CS: 2158) 

• 191,150 research outputs (CS: 7665) 

• 6,975 impact case studies (CS: 280) 

• 36 sub-panels (898 academic members, 259 research users) 

• CS: everything assessed by 3 panel members 

• Overall quality 

• 30% world leading (4*), 46% internationally excellent (3*), 20% internationally recognized (2*), 3% 
nationally recognized (1*) 

• CS: 26%, 44%, 24%, 5%
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Best practices: Dutch CS Departments

• Periodic research evaluation (e.g., 2002-2008) 

• All departments evaluated by an international panel 

• Self-assessment reports submitted by departments 

• 1-day in-depth assessment per department 

• Summary recommendations and written report
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Best practices: Informatics Europe

• Service offered to universities/departments 

• Peer-review driven evaluation process based on the 
standards and experiences of Informatics Europe 

• http://www.informatics-europe.org/services/department-
evaluation.html
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Level 3: Evaluating individuals

• Individuals evaluated for hiring/promotion/grants/… 

• Individuals evaluated as member of a unit under 
evaluation, typically department 

• Research evaluation of individuals tries to capture an 
individual's productivity 

• Productivity  should capture primarily quality of output 
over quantity
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But … what are the "outputs"?

• Through research outputs we expect to exert impact 

• Impact is a multi-dimensional concept 

• body of knowledge vs body of practice 

• short-term vs long-term 

• internal (to research) vs external (to society)
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Case study: Impact of SE research
• Research question 

• Does Software Engineering Research have Impact on 
Software Engineering Practice?  

• An initiative of ACM SIGSOFT 

• International executive committee: L. Osterweil, C. 
Ghezzi, J. Kramer, A. Wolf 
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Assumptions and goals
• Assumptions 

• There is a software engineering practice 

• engineers apply techniques, use tools, and follow processes  

• There is a body of work that can be identified as software engineering research 

• both academic and industrial  

• Goals 

• Provide scientific scholarly answers to: 

• Where does this technology/method come from? 

• What impact has research really had? Through what? 

• What future impacts should be expected? 

• Can we find "best practices" and improve impact? 

• Potential benefits 

• Self-improvement, raising awareness, arguments to government, funding agencies, … 23



Results: 200-2008
• //www.acm.org/sigsoft/impact/ 

• Osterweil, L.J., Ghezzi, C., Kramer, J., Wolf, A.L. Determining the Impact of Software Engineering 
Research on Practice . IEEE Computer, March 2008. 

• Estublier, J., Leblang, D., Hoek, A., Conradi, R., Clemm, G., Tichy, W., and Wiborg-Weber, D.Impact of 
software engineering research on the practice of software configuration management. ACM TOSEM, 
Oct. 2005. 

• Ryder, B. G., Soffa, M. L., and Burnett, M. The impact of software engineering research on modern 
progamming languages. ACM TOSEMl, Oct. 2005. 

• Emmerich, W., Aoyama, M., Sventek, J. The Impact of Research on the Development of Middleware 
Technology. ACM TOSEM, August 2008. 

• Clarke, L. A. and Rosenblum, D. S. Historical Perspective on Runtime Assertion Checking in Software 
Development. SIGSOFT SEN, March 2008. 

• Rombach, D., Ciolkowski, M., Jeffery, R., Laitenberger, O., McGarry, F., Shull, S. Impact of research on 
practice in the field of inspections, reviews and walkthroughs: learning from successful industrial uses. In 
ACM SIGSOFT SEN, November 2008.
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Some (meta) findings

• SE research had impact on SE practice 

• Lasting impact comes most readily from repeated and sustained 
interactions 

• Interplay can be difficult to determine precisely and communicate clearly 

• Substantially different mechanisms have been successful at causing 
impact 

• More benefit from nurturing many and varied ways than single approach 
to impact 

• Community needs support to maintain the nurturing environment
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Additional (meta) findings

• No easy way to trace impact 

• scholarly work is expensive 

• not self-sustainable 

• Even more so if target is an individual! 
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Evaluating individual products

• Publications as proxies for research product (in scientific 
disciplines) 

• Publication = journal paper? 

• CS differs from other disciplines in the role of 
conferences 

• Still hard to explain to others 

• a lost battle?
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Rating products

• Rating of venue sometimes used as proxy for impact of 
product 

• a paper published on XXX is better/more influential 
than a paper published on YYY 

• This assumes that 

• a strong correlation exists between venue and 
"quality" 

• an objective way exists to rate venues 
28



The (in)famous Impact Factor

• IF of a journal = measure reflecting the average number of citations to 
recent articles published in that journal 

• 2014 impact factor = A/B. 

• A = number of times that all items published in that journal in 
2013 and 2012 were cited by indexed publications during 2014 

• B = total number of articles published by that journal in 2006 
and 2007 

• Used as a proxy for the relative importance of a journal within its field 

• IF was devised by E. Garfield, the founder of ISI
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The bad and the ugly

• Not consistently reproduced in an independent audit 

• Reported abuses by editors to boost their impact factor 

• Publishing on a journal with high impact factor does not 
guarantee quality or impact of a contribution
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The can of worms of bibliometrics

• Bibliometrics is statistical analysis of written publications

31



Bibliometrics: attempts to quantify impact

• Basic underlying assumption 

• citations indicate impact 

• Number of paper citations indicate impact of a piece of work 

• Number of paper citations in a journal/proceedings indicate 
impact of a venue 

• Number of paper citations  of one's research measure 
impact of that research(er) 
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From Thomson Scientific 
 "The value of information is determined by those who use it…the better way to measure 

the quality of work is by measuring the impact it makes on the community at large"



Evaluating researchers: H-index (1)

• A scientist has index h if h of his/her Np papers have at 
least h citations each, and the other (Np − h) papers 
have no more than h citations each

33
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H-index

• Aims at summarizing a researcher's impact through a 
number 

• Proposed application to the productivity and impact of a 
journal or a group of scientists, such as a department or 
university or country
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Citations as proxies for impact

• Assumption: 

• if paper A is more cited than paper B, than A is more influential 
than B 

• The assumption is fatally flawed 

• Joint Committee on Quantitative Assessment of Research, Report 
CITATION STATISTICS Intl Mathematical Union (IMU), in 
cooperation with Intl Council of Industrial and Applied Math 
(ICIAM) and the Institute of Mathematical Statistics (IMS), 
6/12/2008, Adler, J. Ewing, P. Taylor (Eds.) 
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Summary of findings

• Much of the modern bibliometrics is flawed (statistics improperly used) 

• Objectivity and accuracy illusory 

• the meaning of a citation can be even more subjective than peer review 

• Sole reliance on citation data provides incomplete and shallow 
understanding of research 

• It presupposes a highly rational and uniform model of reference giving, but 
this is NOT true 

• only valid if reinforced by other judgments

36

numbers are not inherently superior to and 
cannot substitute complex judgement 



Citation practices differ substantially among 
disciplines: "apples vs pears"
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The complex sociology of citations

• Citations are of two main kinds 

• REWARD 

• intellectual dependency on the cited 

• RHETORICAL 

• a way to carry out a scientific conversation 

• reference included to show that topic is of interest to someone else or to 
prove that the author knows the literature 

• the cited explains some result, not necessarily of the cited author 

• the cited represents another approach, or is an example of… 
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The complex sociology of citations

• Most citations are rhetorical 

• Reward citations can be of many kinds 

• currency, negative credit, operational information, 
persuasiveness, positive credit, reader alert, social 
consensus 

• Obliteration effect 

• incorporated into other work, which is cited
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If impact is the question, are (citation) numbers the 
answer?

• Citation data and statistics provide some valuable information 

• very high citation numbers tell more than smaller 

  but only a limited and incomplete view of research quality 

• Statistics derived from them often poorly understood and 
misused 

• Expert judgment cannot be eliminated 

• Research too important to measure only with a coarse tool
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High citations vs expert judgement

• There is correlation for highly cited papers 

• A case study concerning ICSE has shown that most 
highly cited papers have been recognized as influential 

• … although several influential papers have low citations
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Outstanding products: citations vs expert 
judgement (ICSE) (1)

• Program slicing (ICSE'81) 2120 

• Statemate: a working environment for the development of complex reactive 
systems (ICSE'88) 1170 

• N degrees of separation: multi-dimensional separation of concerns (ICSE'99) 997 

• Bandera : extracting finite-state models from Java source code (ICSE'00) 791 

• Software processes are software too (ICSE'87) 688 

• Managing the development of large software systems: concepts and techniques  
(ICSE'87) 667 

• Executable object modeling with statecharts (ICSE'96) 622 

• Designing software for ease of extension and contraction (ICSE'78) 605

42(1) C. Ghezzi, Keynote at ICSE 2009



MIP vs citations (1)

43(1) C. Ghezzi, Keynote at ICSE 2009



Reducing impact to a number: the bad

• Hard to get reliable counts 

• ISI, SCOPUS, GoogleScholar 

• In any case, numbers must be interpreted by expert 
knowledge 

• Order of magnitude difference can tell something  

• e.g. 5 vs 500 citations for papers of same "age", 80 vs 
14 H-index for scientists of similar seniority 

• still, survey vs new result, area X vs area Y, …
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Publications and citation count: the ugly

• Obsession towards maximizing publication counts and complying 
with rankings  

• Distortion factor for young reserchers who become number-driven 
rather than impact-driven 

• Research may become irrelevant to knowledge advancement and 
societal impact 

• Opportunistic behaviors: people learn and adapt to evaluation rules 

• quality measured by evaluation goes up, but what about real 
quality?
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Towards additional proxies

• Build on this (limited) definition of impact  

• impact = others (researchers, practitioners) can build on it 

• In many (most?) areas of CS, papers in isolation are not enough to build on 
research and make progress 

• product as a constellation of artefacts that include paper 

• software tool, prototype 

• dataset 

• benchmark 

• additional quantitative data: code downloads, licenses, ...
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Beyond the current notion of "paper"

• From "paper" to "bundle" 

• papers that include claims on a tool, on data, etc. 
provide a way to assess them in the review 

• Submission/review/acceptance/publication should refer 
to the bundle
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Possible implementations

• The radical way 

• all papers that include claims on a tool, on data, etc. provide a way to assess 
them in the review 

• The incremental way 

• authors choose 

• Papers accepted are in a "gold" category if they pass the entire assessment, or 
other variations 

• Not a crazy idea 

• Database (repeatability experiment at SIGMOD) 

• Software Engineering (Artifact Evaluation at ESEC/FSE)
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Repeatability as a core value

• See viewpoint article on CAM, March 2015, by S. 
Krishnamurthy and J. Vitek 

• "Science advances faster when we can build on existing 
results, and when new ideas can be measured against 
the state of the art" 

• "We should get to the point where any published idea that 
has been evaluated, measured, or benchmarked is 
accompanied by the artefact that embodies it." 

• Publication is not a goal, but a means
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Additional proxies: the good

• Reward authors who care about creating useful artefacts 
that others can build on 

• Foster research leading to results that are reusable and 
reproducible 

• Avoid unsupported claims 

• Contrast quantity-oriented publication strategies 

• Evaluation effort increases, but number of submissions 
might decrease
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The good

• Voices of wisdom 

• Informatics Europe  Report Research Evaluation for Computer Science 

http://www.informatics-europe.org/images/documents/research_evaluation.pdf 

(also appeared as Viewpoint article in CACM, April 2009, B. Meyer, C. Choppy, 
J. Staunstrup,   J. van Leewen (Eds.) 

• D. Parnas, Stop the Number Game, CACM nov 2007 

• CRA Report "Incentivizing Quality and Impact: Evaluating Scholarship in Hiring, 
Tenure, and Promotion"                                                           http://cra.org/
resources/best-practice-memos/incentivizing-quality-and-impact-evaluating-
scholarship-in-hiring-tenure-and-promotion/ 

• Leiden Manifesto for Research Metrics, Nature, April 2015
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Leiden Manifesto

1. Quantitative evaluation should support qualitative, expert assessment 

2. Measure performance against research missions of the institutions 

3. Protect excellence in locally relevant research 

4. Keep data collection and analytical process open, transparent, and simple 

5. Allow those evaluated to verify data and analysis 

6. Account for variation in publication and citation practices 

7. Base assessment of individual researchers on a qualitative judgement portfolio 

8. Avoid misplaced concreteness and false precision 

9. Recognize the systemic effects of assessment and indicators 

10.Scrutinize indicators regularly and update them
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A final question

• If evaluation is the answer, what was the question? 

• What is the goal we with to reach through a certain 
assessment? 

• Criteria and indicators to use should be derived from this
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Questions?
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