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Abstract. In the last two decades, bioinformatics has experienced sig-
nificant growth in both research output and practical applications, par-
ticularly following advances in high-throughput sequencing technologies.
Among the various data formats generated through diverse biological
pipelines, Variant Call Format (VCF) files are among the most widely
used. However, the standards associated with this data format often com-
plicate the extraction of meaningful biological patterns. We propose to
apply bipartite graphs to VCFs in order to efficiently represent massive
VCF data. Nonetheless, several challenges must be addressed before we
can implement this approach.
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1 Introduction

One of the central data outputs in modern genomic research is the Variant Call
Format (VCF), a standardized text file format used to represent genomic se-
quence variations such as single-nucleotide polymorphisms (SNPs), insertions
and deletions (indels), and larger structural variants relative to a reference
genome [4]. Initially developed for the 1000 Genomes Project [2], VCF has
evolved into the primary format for storing and exchanging variant calls pro-
duced by high-throughput sequencing and variant calling pipelines, and its speci-
fication continues to be maintained and extended under the auspices of the Global
Alliance for Genomics and Health (latest release: VCFv4.5, 2024) [9], [1]. Nowa-
days, VCF has become a foundational format used by diverse tools and pipelines
in bioinformatics, ranging from population genomics and evolutionary studies to
disease association screens and personalized medicine.

Despite its clear utility, the complexity of the VCF standard and the volume
of data it can contain make the extraction of meaningful biological patterns
challenging. Although there exists multiple command-line utilities and libraries
for processing and filtering VCF files, these tools generally require substantial
bioinformatic expertise and are not accessible to a broad audience of biologists
or clinicians. Moreover, few tools provide intuitive, high-level summarization
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or pattern discovery directly from VCF data without bespoke programming or
workflow design. This gap limits the utility of one of genomics’ most prevalent
data formats for exploratory or hypothesis-driven analysis by general researchers.

Taking all of this into account, we propose a novel representation of VCF
data that explicitly captures the biological relationships between samples and
mutations. Furthermore, we hope our proposed representation will be able to
leverage the advances being made in graph compression techniques for the effi-
cient storage and exploitation of genomic sequence variations.

2 State of Art

VCF has been the de facto standard format for representing genetic variant
calls in population genomics, disease studies, and sequencing workflows since its
development for large sequencing initiatives such as the 1000 Genomes Project
and related efforts [1], [4], [9]. VCF is a text-based, tab-delimited representation
of variants relative to a reference genome, with structured records that describe
variant attributes and sample-specific genotype information [4]. Its combination
of simplicity, flexibility, and extensibility has led to wide adoption across variant
callers and bioinformatics pipelines worldwide.

The popularity of VCF has led to a range of tools for processing VCF
datasets. VCFtools, released with the VCF specification, offers functionalities
for validation, merging, filtering, and summary statistics [4]. BCFtools, initially
part of the SAMtools project [B], provides a broader interface for both VCF and
its binary equivalent, BCF, supporting efficient workflows through stdin/stdout
operations [5]. One tool of note that proposes to represent variant data using
directional acyclic graphs is that of Garrison et al. (2018) [7].

Additionally, there are over 125 complementary tools for VCF parsing and
manipulation, such as vcflib and cyvef2, which assist in filtering and annotation
tasks [6]. However, the traditional row-oriented encoding of VCF files poses
significant performance challenges, particularly at the biobank scale. This leads
to high I/O and computational costs for large datasets comprising numerous
genomes. Common analytics tasks, such as selecting genotypes, extracting an-
notation fields, and slicing genotype matrices, require sequential scans through
records, resulting in substantial inefficiencies. Recent evaluations have confirmed
that these inefficiencies incur excessive computational costs and slowdowns when
handling hundreds of thousands of whole genomes and hundreds of terabytes of
compressed VCF data [3], [6].

2.1 Limitations and Need for Scalable Encodings

To address these limitations, alternative representations such as the VCF Zarr
specification have been proposed [3]. VCF Zarr encodes the VCF data model in
the Zarr array format, a cloud-native, chunked multidimensional storage schema
that maps VCF fields to chunked, compressed arrays, thus enabling efficient
parallel access and selective retrieval. Benchmarks on biobank-scale datasets
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demonstrate that this approach can dramatically reduce storage and CPU usage
while preserving compatibility with existing workflows and biological seman-
tics, highlighting its potential to facilitate efficient large-scale variant analysis in
cloud-native environments.

Although most scalable solutions to date maintain the biological semantics of
VCF and do not restructure variant representation into complex graphs, there
are early examples in the genomics literature of graph-based approaches that
explore representations beyond tabular encodings. In particular, Yosef et al.
(2007) [II] proposed a graph-based approach for SNPs and microarrays, al-
though the tool was not open source. However, such methods have been limited
to specific use cases and smaller-scale data, and have not yet supplanted the
dominant array or file-based workflows in mainstream large-scale variant anal-
ysis. Therefore, while graph paradigms hold conceptual promise, mainstream
tools for large-scale variant data continue to rely primarily on optimized array
or file-based encodings that balance expressivity and scalability.

3 Proposal

Inspired by the precedent set by the work of Garrison et al. (2018) [7], we pro-
pose that the sample—variant relation in VCF data can naturally be modeled as
a bipartite graph instead of using a directional acyclic graph. Under this view,
biologically meaningful questions can be reinterpreted as graph queries. For ex-
ample, one may ask which individuals share an identical mutation (i.e., a change
in the genomic sequence) profile, or whether there exists a subset of samples that
all carry a particular variant (i.e., a genomic position where mutations occur).
Other queries that may be of interest for biologists are: finding groups of variants
that co-occur in exactly the same samples, or finding variants that appear only
in a specific subpopulation. In graph terms, such questions correspond to iden-
tifying bicliques or related substructures in the bipartite graph, which capture
groups of samples sharing a set of variants and may reveal structural regularities
in the data [g].

Based on this observation and inspired by the research of Herndndez et al.
(2014) [10], we propose a graph-based data structure for representing VCF data
that explicitly captures the relationships between samples and variants. This
representation could serve as a foundation for exploring compressed graph rep-
resentations and compact data structures tailored to genomic variation data.

In particular, we aim to investigate whether the structural regularities of
the sample—variant graph can be exploited to obtain compressed representations
that support efficient querying directly over the compressed data. Such struc-
tures could enable scalable in-memory analysis of large genomic datasets while
preserving the ability to answer biologically meaningful queries.

We envision this representation as a baseline for a research line exploring
compressed representations of VCF data and compact data structures that sup-
port querying without full decompression.
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