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Summary of the Contribution

Ontology Based Data Access (OBDA) is a technique consisting in de�ning an
ontology over the data contained in one or several data sources, and some maps
from these data sources to the ontology. In this way, the ontology o�ers a uni�ed
view of the data sources to query them and, furthermore, permits inferring new
knowledge from the data source facts.

In this paper we tackle the problem of updating OBDA systems. Indeed,
OBDA systems were originally though for querying, and little attention had
been paid to the updating problem. That is, given an ontology user who wants
to insert/delete some facts in the OBDA system, how can the OBDA system
underlying data change to accomplish the desired insertion/deletions?

To enable updates on OBDA systems, we propose materializing and main-
taining some auxiliary data that, intuitively, maintains the di�erences between
what the data sources are inferring, and the inferences the ontology user wants
to have. That is, we keep the track of 1) those facts that the ontology user wants
to insert and that are not being inferred from data sources, and 2) those fact that
the ontology user wants to delete but are being inferred. Then, we store these
facts as a new data source and modify the original mappings so that the former
can be inferred, and the latter cannot, in a transparent way to the ontology user.

In order to maintain these auxiliary data, we need to consider two kinds of
updates: top-down (i.e., updates over the ontology-level), and bottom-up (i.e.,
updates over the data source-level). Both updates should take into account the
problem of consistency. That is, they should leave the OBDA system in a con-
sistent state where no contradiction with the ontology constraints arise. In the
paper, we not only show that both updates can be tackled, but also that they
can be implemented e�ciently (polynomially w.r.t. data complexity).
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