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Abstract. Due to the importance of models in the software engineering
process, it is crucial to keep them free of errors and assure their quality.
We present PARMOREL, a framework for personalized and automatic
model repair, which uses reinforcement learning to find the best sequence
of actions for repairing a broken model according to preferences chosen
by the user. In this paper, we present a proposal for integrating quality
assurance into PARMOREL. We describe an architecture that would
allow PARMOREL to learn to automatically repair models with high
quality.
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1 Introduction

Models are often used to develop key parts of systems in engineering domains.
Correctness and accuracy of such models are important to produce the systems
they represent. There already exist tools reducing the burden of manually dealing
with correctness issues in models [6]. However, the quality of the repaired and
generated models is mostly never assured by these tools. The only measurable
quality, in some tools supporting personalization of results, is how much the
repaired model fits user preferences [8].

In our previous work we introduced PARMOREL (Personalized and Auto-
matic Repair of MOdels using REinforcement Learning) [2–4], a tool that pro-
vides personalized and automatic repair of software models using reinforcement
learning (RL) [9]. PARMOREL finds which is the best sequence of repairing
actions according to preferences introduced by the user. The chosen sequence
is applied to the broken model, creating a repaired version. Currently, PAR-
MOREL provides satisfying repairs for different preferences, but we would also
like to assure the quality of repaired models. In this paper, we propose an ar-
chitecture to integrate automatic calculation of quality metrics in PARMOREL.
Using them, the tool will be able to improve the repair process dynamically.

Section 2 briefly provides the necessary background to understand PAR-
MOREL. Then, Section 3 presents our proposal for integrating quality assur-
ance into PARMOREL, and finally, Section 4 concludes the paper with some
conclusions and future work plans.
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2 PARMOREL

PARMOREL works with the Eclipse Modeling Framework (EMF), which pro-
vides error diagnostics (see Errors in Fig. 1) and available actions for repairing
well-formedness issues in Ecore models. PARMOREL uses RL algorithms (cur-
rently, Q-learning [9]) to find which is the best possible repairing action for each
error in the model (see Repairing sequence in Fig. 1). RL consists of algorithms
able to learn by themselves how to interact in an environment without existing
pre-labelled data, only needing a set of available actions and rewards for each of
these actions. This allows PARMOREL to provide repairing from zero, without
knowing any details of the models to be repaired. By using RL rewards, these
algorithms can learn which are the best actions to repair a given error (when
performing correctly it gets a positive reward, otherwise a punishment). We can
adapt these rewards to align with preferences introduced by the users (e.g., if a
user prefers not to delete elements in the model, we can assign negative rewards
to deleting actions).

RL provides structures that store experience gained from each repairing (see
Experience in Fig. 2), so that the algorithm can improve its performance with
time, providing better and faster repairings. However, introducing user prefer-
ences complicates reusing experience, since what is a good repairing for one
user might not be acceptable for another one. To overcome this challenge, PAR-
MOREL makes use of transfer learning methods [7] that allow us to extract,
reuse and update only the experience that is useful for each user. This way, we
maintain the reinforcement nature of RL algorithms, and avoid to influence user
preferences with experience learned from unrelated ones.

3 Quality assurance in PARMOREL

At the moment, PARMOREL uses rewards coming from user preferences as the
only criteria to learn how good is an action for repairing an error (see repairing
preferences in Fig. 2). In order to teach PARMOREL to repair with more complex
quality criteria, we could calculate and translate quality metrics [5] into rewards.

For this, we would need a metrics provider, for example EMF Refactor [1],
an Eclipse open source tool environment supporting model quality assurance
process. It provides metrics reporting, smell detection, and refactoring for mod-
els based on EMF. Regarding metrics, it offers the possibility to select which
metrics are calculated in each model. By integrating a metrics provider into
PARMOREL, apart from the preferences already supported, users could also
add which quality criteria they want their repaired models to meet (see qual-
ity preferences in Fig. 2). Before finding which is the best repairing sequence
for a given model, PARMOREL is executed during a number of episodes (each
episode equals one iteration attempting to repair the model). For each of these
episodes, a possible repairing sequence is found, and applying it, a provisional
repaired model is created. By using a metrics provider, we can obtain metrics
for each of the provisional repaired models. PARMOREL would translate these
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Fig. 1. Repairing sequence of actions for a sample broken model

Preferences

Final repaired
model

Learning module

Repairing module

Quality assurance module

Provisional
repaired model

Analysis module

Experience

Metrics
provider

PARMOREL

errors in the model,
actions available

repairing
sequence

metric

updates

rewards

rewards

experience after

all episodes finish

repairing
preferences

quality
preferences

best sequence

Each episode

Broken model
selects provides

input

User
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metrics into rewards, so that it could store in the Experience how good was
each action in improving or preserving the model quality (this process is high-
lighted with a dashed line in Fig. 2). Likewise, after each episode, only actions
providing higher quality would be selected. After performing enough repairings,
PARMOREL would learn to provide high quality repaired models. When all
episodes are finished, PARMOREL selects the best sequence and saves the fi-
nal repaired model, unselected sequences and provisional repaired models are then
discarded. The repairing process of PARMOREL is detailed in Fig. 2.

4 Conclusions and future work

This position paper has presented a proposal for integrating quality assurance
into PARMOREL, our model repairing tool. We have detailed our plans to per-
form this integration and described PARMOREL’s architecture after adding a
Quality assurance module (Fig. 2). We are aware some users might be interested
in qualities that are difficult to capture by metrics, like architectural or design
patterns given by textbooks or companies, so in the future we want to focus
further on supporting this kind of preferences. We have plans for implementing
a domain specific language (DSL) to allow users design their own preferences, in-
cluding the ones aforementioned. With this DSL, users would also be in charge
of defining their own reward policies, shaping how the algorithm learns from
each introduced preference. Finally, we would like to test other scenarios and
modeling environments for model repairing and different RL algorithms [9].
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