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Abstract. Providing telerehabilitation services entails a lot of challenges
such as the variety of sensors to be used, the amount of data generated,
offering real-time feedback to patients or the need of asynchronous com-
munication. However, a typical Cloud Infrastructure would miss hard
deadlines due latency on the network. Edge Computing plays a fundamen-
tal role in this scenario as it moves processing closer to the user, wiping
out this delay while still needing to face the aforementioned challenges.
Among the most well known patterns to be used for addressing such
challenges we find message brokers. Considering the relevance of message
brokers as an alternative for the development of telerehabilitation systems,
their selection becomes a critical issue. For this reason, in this paper we
present a quantitative and qualitative analysis of the most well known
message brokers considering both aspects.
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1 Introduction

American Telemedicine Association [5] defines telerehabilitation as the delivery
of rehabilitation services using information technologies covering a range of
services, including assessment, monitoring, prevention, intervention, education,
and counselling. Telerehabilitation has great potential to bring healthcare services
to patients’ home. Advancements in Internet technologies and the availability of
broadband connections in most homes have opened a new world of possibilities
to help people who cannot easily travel to a clinic or hospital. However, disabled
people in rural and underserved areas have more difficulties in accessing healthcare
since they usually have mobility problems [24].

The development of telerehabilitation systems requires more types of devices
such as movement sensors, heart rate sensors, stress sensors, etc. Typically, the
rehabilitation process needs frequent monitoring of the patient’s treatment to
assess the progress of the therapy. This allows therapists to make the needed
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changes in the treatment in order to adapt the therapy to the patient. Data
gathered from sensors allow us to offer real-time feedback to patients, but a typical
Cloud Infrastructure would miss hard deadlines due to latency on the network.
Edge Computing plays a fundamental role in this scenario as it moves processing
close to the user, wiping out this delay. Nevertheless, Edge Computing open a
world of technical challenges that need to be solved such as the communication
with sensors and devices, the management of the amount of data produced, the
need of asynchronous communication, etc.

Another feature of telerehabilitation systems is their distributed nature. This
poses additional constraints to their development when they are to be deployed
in rural areas where the connection is not always available, the bandwidth is
not as high as in urban areas and the requirements of scalability and reliability
must be achieved. It seems obvious that the processing must be done close to the
patient so that we can provide real-time feedback and ensure that the application
keeps working even when the network is not available.

Among the most well-known patterns to be used for addressing such challenges
we find message brokers [6]. They are used to facilitate asynchronous commu-
nication between the components that make up the system and communicate
following a publish-subscribe paradigm. This facilitates that such components are
loosely coupled, so that they may communicate even when they are not online at
the same time. Moreover, message brokers may facilitate queues solving problems
when there are fast producers. Considering the relevance of message brokers as
an alternative for the development of telerehabilitation systems, we claim their
selection becomes a critical issue. For this reason, in this paper we present an
analysis of the most well-known message brokers considering both qualitative
and quantitative aspects.

This paper is structured as follows. In Section 2 we give an overview of the
state of the art of telerehabilitation Systems and the paradigms that we consider
important for its future. In Section 3 we describe the most well-known brokers
and analyse them from a qualitative point of view. In Section 4, we present the
experiments we have carried out and its results to present a quantitative analysis.
Finally, in Section 5 we draw our main conclusions.

2 Related Work

As telerehabilitation has become more popular due to the advance of technolo-
gies and the reduction in costs of devices and services, new issues and challenges
are emerging. One of these is related to the great amount of health data to
be recorded. The session might even be recorded in video, depending on the
application. All this information needs to be stored and organized so that the
therapist can access and find the information easily. For this reason, it is neces-
sary to develop systems facilitating patients’ data flowing from one system to
another and ensuring the integrity and completeness of the patient’s health data.
Moreover, ubiquitous and on-body systems [9] along with smart systems [27, 28]
can provide both patients and therapists with feedback to assess the correctness
of the exercises and even prevent worsening of patients while doing self-training.
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If we are monitoring one patient, it is possible to store all his data directly
on the therapist’s PC following a client-server model. However, in real settings,
many patients should be monitored simultaneously having each one different
sensors that obtain data continuously during a training session. This is not
possible using a simple PC. An alternative is the exploitation of the Cloud for
storing such information. It provides additional advantages, as for instance the
system presented in [12] that shows the Cloud may also provide data mining
functionalities using the data gathered by the sensors. Cloud also facilitates the
asynchronous communication as the data of the rehabilitation exercise may be
stored for later access by the therapist to check if it was done correctly, detect
mistakes, etc. Cloud features suit these needs and its scalability and robustness
make it a more efficient solution than classical client-server architectures.

Although Cloud seems very promising it also exhibits some disadvantages.
Latency introduced by the network in the communication with the Cloud may
lead to a miss of real-time deadlines. However, the connection is not usually
stable in rural areas where the telerehabilitation can show its greatest support.
Considering both this need of real-time and the growing capacity of the devices
close to the user such as smartphones, computers, Smart TVs, routers... (called
Edge devices), bring up a new paradigm: Edge Computing [7]. The power of
these devices may be used to create a new Cloud, closer to the users so that we
can empower the advantages already provided by the Cloud. Moving processing
to the Edge is also an advantage as store-and-forward may be used to deliver
the results to the Cloud just when the connection is back. This avoids losing
the whole functionality while the connection is off. Some security issues are also
solved since we can design the system to keep sensible data within the local
network and send only aggregated data to the Cloud. Bandwidth consumption is
also improved as instead of sending all data to the Cloud just aggregated data
may be sent. An example of this approach is presented by Monteiro et al. [22].
They move AI computation to the Edge extracting clinical data from speech
collected in smartwatches that Parkinson patients wear and send only clinical
information for doctors assessment.

Another aspect that should be considered is the wide variety of proposals that
are being developed aiming at providing different support for telerehabilitation.
It becomes a compelling need to facilitate that as new proposals are being
developed they can be integrated in an easy way. In this sense, the introduction of
Asynchronous Event-Based Collaboration[8] paradigm emerges in a natural way
as it provides a highly decoupled communication since the publisher of an event
does not know who will interact with such event and how will do it. This allows
the system to add new services without the need of changing the already existing
services. A central entity called broker stores and forwards the messages to the
related nodes in a similar way to a queuing system. Thus, broker implementation
requires reliability and consistency. The transmission of data is usually made by
point-to-point communication between producers, brokers and consumers. These
connections try to achieve some guarantees but also efficiency, in order to deliver
the same message to several subscribers (dissemination). The strength of this
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paradigm lies on the full decoupling in time, space and synchronization between
publishers and subscribers. Since communication is no longer synchronous this
paradigm is suitable for distributed environments that are asynchronous by
nature. This is why we consider this paradigm as the best approach for the
development of telerehabilitation systems. Moreover, this approach is consistent
with the exploitation of edge computing as it helps to cope with the challenge
of data integration in a loosely coupled way [20]. Therefore, the broker to be
used in this context, becomes a critical element whose features may determine
the reliability of the whole system. It may deliver the messages immediately
or it might need to store the messages hours before them being delivered to a
subscriber. Thus, the system should guarantee the storage of the information. If
the broker fails while it stores a message not delivered to the subscriber yet, the
message should persist until the broker restarts again otherwise the messages not
delivered yet could be lost. Furthermore, brokers must ensure that publishers are
listening, otherwise, they could just publish an event and assume the publisher
will get it, while actually, the publisher was off-line. Some previous works such
as [10, 30] do comparisons among message brokers. In [10] authors compare
RabbitMQ and Kafka in terms of throughput and latency. Thangavel et al. [30]
compare MQTT and CoAP, but in this case, focusing on the reliability of message
delivery. Recently, Koziolek et al. [16] presented a comparison of different MQTT
implementations. Nevertheless, to the best of our knowledge, there is not any
proposal that compares both in a qualitative and quantitative way the most
well-known message brokers that we compare in this paper.

3 Message Brokers for the implementation of
telerehabilitation systems

In this section, we analyse the characteristics of different brokers for the
implementation of telerehabilitation systems. There are different message brokers
supported by commercial cloud platforms such as Azure Service Bus [21], Amazon
Simple Queue Service [1] or Google Cloud Pub/Sub [13]. However, we are not
assessing such brokers as we are moving towards an Edge Computing environment
where the broker is placed close to the user.

3.1 Apache Kafka

Kafka is a distributed streaming platform [17]. It stores streams of records
in a fault-tolerant way. Kafka can build real-time data streaming pipelines that
reliably get data between real-time applications that transform or react to streams
of data. A stream of messages is defined by a topic so that a producer can publish
messages regarding specific topics and store them at the broker. Moreover, each
topic could be spread over a set of brokers for load-balancing. Consumers may
subscribe to one or more topics and pull messages from the broker. Kafka only
provides at-least-once delivery [17] model. This means messages are always
delivered. Consumers should be aware of whether a message is repeated or not
and its order. Finally, if a broker goes down, data will be still available since
message streams are stored until they are totally consumed [3].
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3.2 MQTT

In [30] MQTT is defined as a lightweight message-oriented protocol that follows
the topic-based publish/subscribe model used for resource-constrained devices. It
relies on TCP/IP (which is inherently reliable) as an underlying protocol and is
designed to have a low overhead. This broker is not scalable by itself, although
some modified implementations already implement clustering and broker auto-
discovering. It is compatible with most of the main used technologies nowadays.
Reliability is offered considering three Quality of Service (QoS) levels. At a lower
level, messages are delivered at most once. In the second level, messages are
delivered at least once and an acknowledgement is required. At the highest level,
messages are delivered exactly once thanks to a four-way handshake mechanism.
In [18] authors correlate the loss and delay depending on the level of QoS used
in both wired and wireless networks.

3.3 ActiveMQ

ActiveMQ [4] is an open source message broker developed by Apache in
Java. It implements the Java Message Service (JMS) [26], a middleware for
sending messages between two or more clients to handle the producer/consumer
problem. It provides once-and-only-once message delivery and message durability
for subscribers. Brokers can work as a network of brokers so that scalability is
well supported as stated in [29]. The performance of ActiveMQ is analysed in [14].
First, the impact of the number of publishers is assessed. In a second step, they
evaluate the impact of the number of subscribers. In this case, the number of
subscribers is set to 20. Each message is delivered m times (m is the number
of subscribers). This increases the processing time of a single message, so the
throughput decreases. For this reason, the replication grade should be taken into
account to evaluate its performance.

3.4 RabbitMQ

RabbitMQ [25] is an open source message broker that implements the Advance
Message Queueing Protocol (AMQP) [31]. The features defining this protocol
are message orientation, queuing, routing (including point-to-point and pub-
lish/subscribe), reliability and security. Several RabbitMQ servers within the
same local network can be grouped together, so they can be seen as a unique
logical broker. By default, each broker sends messages to the consumers following
a Round-Robin algorithm, and once a message is delivered it will be deleted from
the queue [15]. The clustering ability built into RabbitMQ makes this broker
more reliable and makes the message throughput linearly scalable by adding
more nodes. It is lightweight, easy to deploy and works with many operating
systems and cloud environments. It does not support real-time applications [19].

3.5 NSQ

NSQ [23] is a real-time distributed message platform that supports pub-
lish/subscribe paradigm without single points of failure. It enables fault tolerance,



6 B. Gómez, E. Navarro

Table 1: Comparative between the different message brokers analysed
Apache
Kafka

ActiveMQ RabbitMQ MQTT NSQ

Real-time 3 3 6 3 3

Scalability 3 3 3 3 3

Rate Limits Unlimited Unlimited Unlimited Unlimited Unlimited

Bandwidth Unlimited Unlimited Unlimited Unlimited Unlimited

Processing
constraints

No No No No No

Reliability 3 3 3 3 3

Durability 3 3 3 3 6

Technology Practically no
restrictions

Java Practically no
restrictions

Practically no
restrictions

Python, Go,
JavaScript

high availability and reliable message delivery. NSQ is able to scale horizontally
since there are no centralised brokers. It also implements built-in discovery of new
brokers and offers the possibility to make messages durable. This platform delivers
messages at least once, so the client is responsible for performing idempotent
operations and to control whether a message is new or not. Messages may be also
unordered, so consumers cannot rely on the messages being delivered in the same
order they were published in case of requeueing. This is because the different
nodes of the cluster do not share any information between them [23]. NSQ client
APIs are available for Python, Go and JavaScript.

3.6 A qualitative comparison of open source brokers

In this section, we assess different implementations of message brokers by
looking at their characteristics. One of these characteristics is the support for
real-time. The system should record the actions performed by the user during the
rehabilitation in real-time. Telerehabilitation systems can produce big amounts of
data during a therapy session. This refers to rate limits such as a limited number
of simultaneous connections or limits in the size of the messages. When working
with open source brokers the limits will be set the capacity of the infrastructure.
Furthermore, many patients can use the system at the same time so scalability is
another feature to bear in mind.

Another important feature for message brokers is durability. This refers to
whether a connection remains active when a broker restarts after a failure or
it needs to be created again. This is especially important in Telerehabilitation
systems as they may be deployed in rural areas with unstable connections. The
broker needs to keep the messages until it is sure they have been delivered to
all subscribers. The support to different technologies that allow us to integrate
different heterogeneous systems designed independently is also a very attractive
characteristic as it would allow modifying independent parts of the system
without harming the behaviour of the other running systems. Equally important
is reliability which refers to the probability of a message being delivered. Usually
brokers may apply at most once, at least once or once and only once strategies.
This is important since the messages we need to deliver are related to healthcare.
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In Table 1 the assessment of the aforementioned characteristics is summed
up. ActiveMQ can only be used with Java applications so we decided to discard
it because it is required that the telerehabilitation system may be developed
with any technological stack. RabbitMQ has problems when handling great
amounts of messages in real-time. Finally, NSQ does not provide durability and
is restricted to Python, Go and JavaScript. Finally, when talking about the
used technology Kafka, RabbitMQ and MQTT have practically no restrictions,
which means that they are available for the most used platforms and provides
APIs for most programming languages. However, RabbitMQ does not support
real-time processing. Taking this analysis into account, only MQTT and Apache
Kafka satisfy the requirements stated. In the next Section, this two brokers are
analysed in a quantitative manner to check which one provides the best real-time
performance and lower latency.

4 A quantitative comparison: Experiments and results

Our aim is to move to an Edge Computing architecture where services may run
in constraint resources environments. For this reason, we chose computers, both
for clients and servers, with limited performance. Especially, for the experiments
we used as client a MacBook Pro from 2016 running a Quad-Core at 2,6 GHz
Intel Core i7 with 16 GB of RAM. Then, as server to run the Mosquitto and
Kafka brokers (not simultaneously) we used a computer running Linux with an
Intel Xeon Dual Core running at 2.4 GHz and 8 GB of RAM.

Since MQTT is only a protocol, we use Mosquitto [11] for the experiments,
its most famous implementations. We have used Mosquitto version 1.4.15 with
a single broker with the out-of-the-box configuration as it provides the charac-
teristics we need for this evaluation. We only change the maximum number of
connections (100 by default) to unlimited. For this evaluation, we have used
the load generator Apache JMeter version 4.0 [2] with MQTT Protocol support
plugin at version 0.1.1. JMeter MQTT plugin allows us to modify the size of the
messages and create groups of threads so that we can create different publishers
and subscribers. This facilitates that we simulate different loads to see how
they impact the latency. JMeter runs in the client computer, whereas Mosquitto
runs in the server. To evaluate Apache Kafka, we set up the experiment using
the publishers and subscribers tests that Kafka provides in version 0.8.2.1. These
tests for Kafka, once we modified the number of publishers and subscribers, are
the same as the ones we used for MQTT measuring latency and CPU and the
effect of message size in latency. As with MQTT, we only use one instance of
Kafka to get a fair comparison. By default, MQTT does not use buffering, so it
has been disabled in Kafka to avoid that buffering affects latency. We evaluated
both brokers with 100 to 500 publishers and subscribers, adding 100 in each test.
We stop in 500 as our client machine cannot handle more Kafka threads, as they
are very memory consuming. Message size is set to 5000 Bytes for the latency
tests. Furthermore, we collected CPU consumption data during these tests to
compare the use of resources as this may be a key characteristic in resource
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Fig. 1: Latency and CPU usage of MQTT and Kafka
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Fig. 2: Throughput and variation of latency with message size in MQTT and
Kafka

constraint devices. We also test the effect of message size with a single broker,
increasing progressively the message size.

When looking at the relation between the number of publishers and subscribers
with the latency, we can observe that Mosquitto latency goes up with the number
of publishers and subscribers linearly as shown in Figure 1a. Kafka is constantly
over Mosquitto and its latency increases exponentially. Kafka latency over 300
publishers and subscribers is just too high for real-time applications. At the
same time, CPU usage data was gathered and plot into Figure 1b. Once again,
the use of CPU of MQTT increases linearly with the number of publishers and
subscribers as expected. In the case of Kafka, it uses fewer CPU resources to
forward the messages so it is more efficient when working under 300 publishers
and subscribers. Nevertheless, when we go beyond that bound, CPU usage drops
as the memory of the client collapses. This causes that the client sends requests
with a smaller frequency and thus, CPU is idle more time.

Figure 2a shows a comparison of throughput when the message size varies
from 100 to 4000 bytes with 100 publishers and subscribers. One more time,
Kafka makes a more efficient use of the resources as it reaches the limit of the
network while MQTT shows a lower throughput as it probably finds a bottleneck
in CPU consumption. Also, latency data has been gathered. As shown in Figure
2b, message size does not have an impact on latency. We can also observe that
Kafka has much more jitter.
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5 Conclusion

In this paper, we aim to integrate the different parts of a Telerehabilitation
System using an infrastructure that allows heterogeneity in the used technology,
resiliency, scalability and real-time performance by moving towards an Edge
Computing architecture that wipes out network delays. We need to design a
smart infrastructure that allows us to decouple clients and servers. This facilitates
the deployment of new services without harming in production software. In
order to select which broker suits best the characteristics of these systems, we
made a qualitative comparison of the characteristics of several implementations.
Kafka and MQTT showed to be the best ones for these systems so we assessed
them quantitatively. Mosquitto has shown to have better latency and scalability
although it needs more CPU to operate. As real-time is essential to offer quick
feedback, Mosquitto emerges as a better option than Kafka for this kind of systems.
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