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Abstract. Microservices architectures are now widely used by a great
number of developers. They often consume external services offered by
third parties, which usually impose limitations on the number of requests
that they can serve. These limitations have an impact on the capacity of
the architecture, which is determined by the number of requests that it
can handle, among other factors. This paper aims to automate the ca-
pacity analysis over microservices architectures at design time, following
an analytical approach. We present a generic CSOP model that can be
used to analyze the capacity of any architecture. We also evaluate our
proposal using a real architecture.
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1 Introduction

Nowadays, developers are steadily moving towards microservices architectures
(MSA) [1] to build their applications. In these architectures, there are various fo-
calized services, that is, each service is specialized in its own task. Therefore, they
can be developed and deployed independently from the rest of the application.

MSAs provide more flexibility than traditional architectures, and they in-
clude internal and external services, the latter maintained by third parties. This
integration introduces some challenges. External services often include at least
one pricing plan which imposes limitations on the number of requests per unit
of time that they can serve. Usually, paying for a more expensive plan results in
less restrictive limitations. Analyzing the impact of these limitations inside an
architecture can be troublesome and time-consuming.

When designing and maintaining an application using an MSA, we must
manage possible operational disruptions perceived by users due to (induced by)
the limitations imposed by external services that it consumes. A necessary activ-
ity to manage these disruptions is obtaining the capacity that the MSA can offer
to the users of the application (from now on, capacity of the MSA), depending
on the external limitations. Because these limitations are out of our own con-
trol and often change over time, it becomes essential to have fully automated
solutions.
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The capacity is an internal performance measure, which represents the max-
imum workload that an architecture can handle, given its particular features.
While there is no standard metric for it, a possible way to express it is the num-
ber of requests per unit of time. For example, an MSA with a capacity of 1000
requests per minute means that it is only able to serve up to 1000 requests each
minute. This metric is used in existing work, such as [8] and [3]. Note that, in
our context, we consider the capacity of an MSA as the observed capacity in its
entrypoint, that is, the service that is publicly available to users and triggers all
other requests in the architecture.

As far as we know, existing work on this topic follows two different direc-
tions. Some proposals focus on empirical approaches, where logs and traces are
analyzed [8] [5] [6] [10]. Nevertheless, these approaches cannot be used at design
time. The only proposal that we know of that follows an analytical approach
[3] is not fully automated, as it requires each different MSA to be modeled as
a separate CSOP (constraint satisfaction and optimization problem), using a
specific algorithm.

In this paper, we present a preliminary proposal to automate the capacity
analysis of MSAs, usable at design time and valid for any MSA. The key of our
proposal is to represent the topology of the MSA as a set of arrays and to take
advantage of the possibilities that some CSOP solvers offer to parametrize a
problem using arrays as input. This way, to obtain the capacity of a particular
MSA, we only need to solve the CSOP using the arrays that represent its topol-
ogy. Thus, we make the following contributions: (i) the definition of a problem
not explicitly defined in the literature, the limitation-aware capacity analysis
over MSAs, and (ii) a proposal for a solution based on CSOP.

The structure of this paper is as follows: section 2 presents a motivational
use case of a real architecture, section 3 provides details about our proposal
using CSOP, section 4 includes a real-world case scenario where our proposal
was tested, section 5 includes related work on this topic and section 6 contains
final remarks and future work.

2 Motivational use case

An example of an application using an MSA is OWL [2], a best practices auditor
framework used in academic environments to check the adherence of software
engineering students to certain best practices. This application is based on EA-
GLE [7], used by the University of California Berkeley (UCB) for projects using
Pivotal Tracker to track task progress. OWL was created to add support for
GitHub and ZenHub projects.

Its architecture includes multiple internal services, and one of them consumes
two external services: the GitHub and ZenHub APIs. OWL collects evidence
from these APIs to track the students’ projects. GitHub provides information
about issues (which correspond to tasks in its context) and their assignees, while
ZenHub contains the current state of each issue (such as to do, in progress or
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done) and changes between states. GitHub has a limitation of 5000 requests per
hour, and in ZenHub the limitation is 100 requests per minute.

When developing OWL, we ignored the limitations imposed by GitHub and
ZenHub in their respective APIs, and our testing projects worked fine. In pro-
duction, we tracked around 20 projects developed in groups of 5 students. Each
project contained around 100 issues in GitHub, and each issue had around 200
transitions between states. We wanted to check the best practices in windows
of 5 minutes. We soon realized that there was a disruption in the service, as it
was not analyzing any best practice and no information was being shown in the
graphical dashboards. After a long time of debugging, we found out that the
ZenHub API was acting as a bottleneck to the rest of the system. Many requests
are sent to this API, so the limit is exceeded rather quickly.

Intuitively, we could manually count the number of times that each API needs
to be consumed to obtain every piece of evidence that OWL needs, and check
whether this number exceeds the external limitations. Nonetheless, this process
would be tedious and error-prone. Additionally, performing a root cause analysis
(RCA) would allow us to detect the problem when the system is deployed and
working, but we are interested in knowing its capacity at design time.

Given these issues, we concluded that it was necessary to have a way to
estimate the behaviour of OWL depending on its limitations. We named this
problem as limitation-aware capacity analysis over MSAs.

3 Our proposal

In this paper, we propose a way to automate the design time capacity analysis
over microservices architectures, whose capacity directly depends on limitations
imposed by external services.

Our starting point is the previous work by Gamez–Diaz et al., who proposed
a tool named ELeCTRA [3] which analyzes the capacity of an architecture by
modeling it as a CSOP. Nonetheless, this proposal requires the use of a specific
algorithm to model each different architecture as a separate problem. In contrast,
we want to devise a problem model which is generic and architecture-agnostic,
so that the architecture model is fed as input and the problem itself remains
unchanged.

As an example for this section, we provide the architecture in figure 1: it has
3 internal services depicted using circles (A being the entrypoint), and 2 external
ones represented with squares, which in this case have the same limitation of 15
requests per unit of time. The number next to each arrow represents the number
of requests that each service needs to send to satisfy one single request.

The requests that are sent between the different services can be modeled as
a matrix. In this matrix, element Xi,j represents the number of requests that
service i needs to send to j to satisfy one request to i. The matrix that represents
the architecture in figure 1 is shown in equation 1.
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Fig. 1. An architecture with 3 internal and 2 external services. The number in each
arrow indicates the requests that each service needs to send to satisfy one request.


0 3 2 0 0
0 0 0 2 0
0 0 0 1 2
0 0 0 0 0
0 0 0 0 0

 (1)

Mathematically, we can obtain the capacity of the MSA by solving the op-
timization problem in 2. Variables A, C, D, X and Y represent the number of
requests served by A, C, D, X and Y respectively.

max A s.t. 3 ·A <= C ∧ 2 ·A <= D ∧ 2 · C + 1 ·D <= X

∧ 2 · Y <= Y ∧X <= 15 ∧ Y <= 15
(2)

3.1 Solving the problem with MiniZinc

In order to generalize the problem and be able to provide a single problem
model for every architecture, we propose the use of MiniZinc, a CSOP modeling
language which allows the separation of the problem and the data. This way, the
problem needs no changes to its model and can be instantiated with modifiable
data, which in our case would be the topology of the architecture.

We define the architecture through parameter variables, that is, the ones that
define the input data and will not change during the execution of the problem
model. We propose the use of 4 different arrays to model the architecture. For
simplicity, we allow the definition of multiple services or specific operations inside
a service as one single element in the architecture, so we refer to each element
using the term node.

First, we need an array named Nodes that defines the name of each node.
This array will be used to index the values of the other 3, and thus, their size
will depend on the size of the Nodes array. Note that the first node in Nodes
must be the entrypoint of the architecture. Then, we also need to define two
additional arrays: capacity will contain the hypothetical maximum number of
requests per unit of time that each node can serve (e.g. the limitation), and
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nodeUse defines the minimum number of times that each node must be executed
(e.g. to ensure that the entrypoint is executed a certain amount of times in some
analysis operations). Note that we allow internal nodes to have limitations, and
that a capacity of -1 indicates that there is no limitation in that node. Finally, we
need a bidimensional array named nodeConsumption to represent the number
of requests that each node sends to other nodes. In this array, element Xi,j

represents the number of requests that i sends to j each time i is executed. This
array corresponds to the matrix mentioned before, with an example in equation
1.

The architecture in figure 1 would be modeled as shown in listing 3.1. Note
that A is the entrypoint, and that internal nodes have no limitations in this
example. The nodeUse array indicates that we want A to be executed at least
once.

Listing 3.1. An architecture model using MiniZinc.

1 Nodes = {A,C,D,X,Y};

2 capacity = [-1,-1,-1,15,15];

3 nodeUse = [1,0,0,0,0];

4 nodeConsumption = [| 0, 3, 2, 0, 0,

5 | 0, 0, 0, 2, 0,

6 | 0, 0, 0, 1, 2,

7 | 0, 0, 0, 0, 0,

8 | 0, 0, 0, 0, 0 |];

Once we modeled the architecture, we devised the problem model, which is
architecture-agnostic. It allows us to enter the architecture model as an input,
extract the appropriate information from the arrays, and define the various con-
straints that the model should satisfy. Our proposed model is shown in listing
3.2. It is worth noting that the constraints are relatively similar to those in
equation 2.

First, we need to extract the information from the various parameter variables
in the architecture model, as shown in lines 1–4. Then, we also need a variable to
store the results of the CSOP. In MiniZinc, these are known as decision variables.
In our case, we defined the throughputNodes array in line 6 as a set of decision
variables that will contain the total number of times that each node is called.

MiniZinc includes useful functions to define constraints. In line 8, we use
the forall function to iterate over the values of the Nodes array. In line 9 we
make sure that the number of requests served by each node is not lower than
the corresponding number defined in nodeUse. Then, in line 10 we validate that
the requests do not exceed the limitations in capacity. Finally, in lines 11 and
12 we check that the requests served by a node are greater or equal than the
total requests sent to that node. After the constraints, in line 15 we indicate
that we want to maximize the number of requests served by the first node (the
entrypoint). Next, in line 17 we print the results stored in the throughputNodes
array.
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Listing 3.2. Generic capacity analysis problem model using MiniZinc.

1 enum Nodes;

2 array[Nodes] of int: capacity;

3 array[Nodes] of int: nodeUse;

4 array[Nodes , Nodes] of int: nodeConsumption;

5
6 array[Nodes] of var int: throughputNodes;

7
8 constraint forall (n in Nodes) (

9 throughputNodes[n] >= nodeUse[n] /\ if capacity[n] != -1

10 then throughputNodes[n] <= capacity[n] else true endif /\

11 throughputNodes[n] >= sum(n2 in Nodes)( throughputNodes[n2]

12 *nodeConsumption[n2 ,n])

13 );

14
15 solve maximize throughputNodes[Nodes [1]];

16
17 output ["\( throughputNodes)"];

The output of our model for the architecture in 1 would be the one in listing
3.3. The line ========== indicates that the found solution is optimal, that
is, there are no better solutions. Therefore, the capacity of this architecture is 1
request per unit of time. Higher limitations in the external services could result
in other solutions with a higher capacity.

Listing 3.3. An example of the output of our problem model.

1 [1, 3, 2, 8, 4]

2 ----------

3 ==========

4 Evaluation

We tested the architecture of OWL with our proposal to check whether it is really
useful and convenient. We first modeled its architecture using the previously
mentioned architecture model. Because there is only one microservice which
communicates with the external APIs, we modeled its operations (e.g. methods)
as nodes to better analyze their behaviour. Moreover, the number of requests may
vary depending on the number of members, issues and transitions per issue in
each project, so we assume that all projects have 5 members, 100 issues and 200
transitions per issue. It is also worth noting that even though the GitHub limit
is indicated in requests per hour in its documentation, we assumed it to be in
requests per minute to match the ZenHub limit. Figure 2 shows the architecture
of OWL, while listing 4.1 shows the resulting architecture model to be used in
our proposal.
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Fig. 2. The architecture of OWL. Note that each node represents an operation and
not a service.

Listing 4.1. OWL architecture model using MiniZinc.

1 Nodes = {getAllMembers , getCollaborators , getMember ,

2 getIssues , getTransitions , GH , ZH};

3 capacity = [-1,-1,-1,-1,-1,5000,100];

4 nodeUse = [20,0,0,0,0,0,0];

5 nodeConsumption = [| 0, 1, 5, 0, 0, 0, 0,

6 | 0, 0, 0, 0, 0, 1, 0,

7 | 0, 0, 0, 1, 0, 0, 0,

8 | 0, 0, 0, 0, 100, 2, 2,

9 | 0, 0, 0, 0, 0, 2, 1,

10 | 0, 0, 0, 0, 0, 0, 0,

11 | 0, 0, 0, 0, 0, 0, 0 |];

With our model, we found out that the architecture is not able to serve 20
requests in one minute, and thus we cannot analyze the best practices of all
projects in OWL. Moreover, reducing the number of requests for the entrypoint
(the first node) in nodeUse to 1 is not enough: the architecture is not even
able to serve one single request. This information was useful and valuable to
help us make the appropriate changes in OWL to make it more efficient when
consuming the ZenHub API. Out of curiosity, if we change the capacity array to
simulate that ZenHub has a limit of 600 requests, we obtain that the analysis of
1 project in OWL requires 1011 requests to GitHub and 510 to ZenHub. Note
that we assume in our proposal that there is no caching mechanism to reduce
the number of repeated requests.
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5 Related work

The problem of analyzing the capacity of a MSA has become a relevant topic
in recent years, as these architectures have gained more traction. Often, authors
directly refer to performance analysis, which is a less specific term than capacity
and includes other metrics, such as response time.

In [8], authors do mention microservices capacity as a maximal rate of re-
quests that can be served without violating SLO. Thus, they relate the capacity
problem with the notion of SLO and SLA. They also propose a tool that is able
to analyze the capacity of a single sandboxed microservice, and then performs a
propagation analysis to observe the capacity of the architecture.

In [5], [6] and [10], the focus is on root cause analysis (RCA) of performance
issues. The authors in [5] provide a tool that uses a machine learning approach
that helps identify the root of a problem in an architecture (e.g. a specific ser-
vice), and is also able to actuate on this problems by updating the deployment
infrastructure. In [6], the proposed tool is able to predict root causes through
performance degradation propagation. In [10], a tool that analyzes the archi-
tecture in real time is introduced. While all these approaches are useful, they
require instrumentalization and experimentation to obtain information about the
architecture and its infrastructure, which must then be running to detect and
pinpoint possible issues. Thus, they follow an empirical approach rather than
analytical. Using these tools with OWL would probably result in them pointing
to the ZenHub API as the root cause. We think that our proposal can be used
to complement RCA: after detecting the cause of a problem, we can follow our
analytical approach to know the capacity of the affected node even if it is not
the entrypoint. The declarative nature of a CSOP allows us to easily change the
variable to be maximized.

Our problem can be considered as part of the QoS-aware service composition
problem [9], as the capacity analysis of an MSA can be interpreted as the analysis
of the aggregated capacity of composite web services (CWS). This metric is yet
to be calculated for this problem.

As mentioned before, the starting point of our proposal is [3]. In this paper,
the authors present a tool that is able to analyze the induced limitations of
an architecture. Moreover, this tool also uses a CSOP approach. Nonetheless,
neither the algorithm used to transform an architecture into a CSOP nor the
optimization problem itself are defined in the paper. It is a black box that has
not evolved in more than 2 years.

The information about pricing plans and limitations in external services can
usually be found on the website of each third party provider. However, each
provider presents its plans in different formats, making it difficult to find the
appropriate limitations to include in the architecture model. In [4], the authors
propose a syntax to define and model pricing plans as SLAs. This syntax is cre-
ated as an extension to the OpenAPI Specification (OAS), the current standard
to describe RESTful APIs. Therefore, all APIs share a common format that
makes it easier to find and extract the limitations.
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6 Conclusions

As a summary, we are confident that our proposal will be helpful enough when
dealing with limitation-induced capacity analysis over MSAs. Additionally, it
is worth mentioning that the proposed architecture model, while devised with
microservices applications in mind, can be used to model a wide variety of ar-
chitectures with similar features and limitations.

As a work in progress, we are aware of some aspects that our proposal does
not support: firstly, the architecture needs to be manually modeled, so it would
be interesting to have a way to automatically obtain the model of an architecture
and the corresponding arrays. Moreover, our proposal does not support multiple
limitations at the same time (e.g. quotas and rates), nor does it support different
units of time for different limitations. Finally, we would also like to consider
the introduction of multiobjective optimization, so that it could be possible to
maximize, for example, the number of requests and the cost of the architecture.

While dealing with the previously mentioned limitations, we also seek to
improve our work in other ways: regarding usability, we would like to develop
a standard notation to describe any limitation-aware architecture. Additionally,
we believe that it could be interesting to create dashboards to visualize key
capacity indicators.

Regarding the utility of our proposal, we want to include the notion of context
(e.g. when there are changes in the architecture model depending on certain
conditions). Moreover, we think that our proposal might be related to the SLM
process defined in ITIL. Also, we believe that it could be used to analyze the
capacity in mining software repository problems.
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