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Abstract

The Robot Operating System (ROS) is a framework for building robust software
for complex robot systems in several domains. The Navigation Stack stands out
among the different libraries available in ROS. This library provides a set of
reusable components that developers can use to build robots with autonomous
navigation capabilities. This is a critical component, as navigation failures could
have catastrophical consequences for applications like self-driving cars.

Here we show our work on the verification of the C++ code for the NavFn
planner, which is the main planner component of the Navigation Stack. We
have ported the planner to a Maude specification, and validated their equiv-
alence using differential testing techniques. For this purpose, we integrated
the specification into ROS using a novel high performance Python interface for
Maude. We then analyzed the Maude specification by means of model check-
ing and functional verification techniques, using not only the built-in tools of
Maude, but also a translation into Dafny, and a manual but systematic gen-
eration of verification conditions from the Maude specification. Along the way
we also encountered counterexamples for some soundness properties—e.g. that
paths should not collide with obstacles—and optimatility—paths should have
the lowest possible cost—of the NavFn planner.

Keywords: Formal verification, Model checking, ROS, Maude, Rewriting logic,
Navigation, Dafny

1. Introduction

Autonomous robot systems [23], ranging from robotic arms to autonomous
vacuum cleaners, are ubiquitous in our society. The tasks they are in charge
of are increasingly complex; they might interact with or involve human beings
(like delivering packages and autonomous cars, respectively) and they require a
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precision level that cannot be directly verified. For these reasons, new tools and
techniques for proving the correctness of robot algorithms are required. In this
paper we focus on motion planning [5], whose essence is finding a path between
two robot configurations. The particular definition of configuration depends
on the robot; here we focus on ground mobile robots where a configuration is
the combination of a position and an orientation in a 2D space. The search of
this path is not static but interacts with the sensors of the robot, which might
prevent some dangerous movements or reveal new obstacles, hence requiring the
algorithm to find a new path.

The Robot Operating System [21, 22] (ROS) is a framework for develop-
ing robot systems. It includes several tools and libraries for efficiently creating
robust and complex robot software. Its foundational aim is to provide a collabo-
rational environment to combine the most appropriate pieces for each particular
task. In this way, experts in particular fields (e.g. computer vision or motion
planning) can develop particular features and include them into ROS, while
using the functionality implemented by others to complete their designs. The
Navigation Stack [16] stands out among those features. It provides a set of
reusable components for programming ground robots with autonomous naviga-
tion capabilities, and it is the de facto standard for robot navigation in ROS.

The Navigation Stack is a critical component for ROS: a navigation failure
could lead to undesired situations, such as a robot vacuum cleaner falling down
a flight of stairs; or even catastrophic, for example in ROS deployments into
full size autonomous cars [1, 13]. For that reason, we have worked on analyzing
the planner component of the Navigation Stack—in particular its oldest and
most popular planner plugin NavFn—with the aim to get a high confidence as-
surance about the safety and stability of the system. The Navigation Stack is
written fundamentally in C++, as navigation plans have to be computed fast,
so the robot can react quickly to unpredictable changes in its environment, and
because robots often run on hardware platforms with constrained computation
power. Unfortunately, C++ is a quite low-level language, with a complex se-
mantics including undefined behavior that different compilers resolve diversely.
So, instead of analyzing the C++ code directly, we decided to model the code
in a high-level specification language, and perform the analysis more easily at
that abstraction level. Our language of choice is Maude [6], a high-performance
logical framework based on rewriting logic.

Maude modules correspond to specifications in rewriting logic [19]. This
logic can be constructed as an extension of membership equational logic [3], an
equational logic that, in addition to equations, allows the statement of mem-
bership axioms characterizing the elements of a sort. Rewriting logic extends
membership equational logic by adding rewrite rules, which represent transitions
in a concurrent system and can be nondeterministic. Maude provides a built-in
search command, which performs a breadth-first search using rewrite rules and
a model checker to analyze LTL properties in Maude specifications. Moreover,
symbolic verification is also supported via external SMT solvers integrated in
Maude for arithmetic theories. We have extended this integration in order to
support uninterpreted functions and arrays with quantified formulas. Maude’s
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rewrite engine provides several commands to efficiently execute specifications,
making Maude a powerful declarative programming language and analysis tool.

We reimplemented the NavFn planner of the Navigation Stack as a Maude
functional module that acts as an executable specification. We used a novel
high-performance Python interface for Maude to integrate the Maude planner
with ROS, and then employed differential testing techniques to validate that it
computes the same plans—up to a reasonable level of numerical precision—as
the original C++ version, which we use as a pseudo-oracle. This justifies that
the conclusions we get from analysing the functional behavior of the Maude spec-
ification also apply to the original C++ implementation. Along the way, we
found counterexamples for some soundness properties—e.g. that paths should
not collide with obstacles—and optimality—paths should have the lowest pos-
sible cost—of the NavFn planner.

The resulting Maude planner is much slower than the original C++ code, but
it is also much more amenable to formal reasoning. We converted the functional
module into a rewrite theory, that we then verified using Maude’s model checker.
Concretely, we have model-checked the following properties using LTL formulas
for some concrete maps and positions:1 (1) Safe potential: The data structures
used to compute the potential do not contain obstacles; and (2) Eventual path: If
the potential computed for the origin position is finite, then a path will be found.
We also formally proved some general properties of the Maude planner, both
translating it into Dafny, and also by extracting verification conditions directly
from the Maude specification, so as to check them with the Z3 solver [20].
Concretely, we have proved these two properties about positions with finite
potential: (1) Position safety: They do not contain obstacles; and (2) Progress:
Every one of them (excluding the goal) has an adjacent position with lower
potential. These two properties would imply that NavFn is sound—obtained
paths do not contain obstacles—and somehow complete—if the origin position
has a finite potential, then a path will be obtained—provided NavFn always visits
the position with the lowest potential among the adjacent ones. However, NavFn
does not always build a path that follows positions with decreasing potential.
These formal proofs suggest how to modify the NavFn to fix these problems, as
shown in Section 5.

Briefly, our main contributions are:
1. We have specified three versions of the NavFn algorithm in Maude, rang-

ing from the classical A* approach to a clone of the ROS algorithm im-
plemented in C++.

2. We have integrated the navigation algorithms written in Maude into the
ROS system, so any robot could use any of them.

3. Using differential testing, we have validated that the Maude algorithm
mimicking the C++ ROS NavFn behaves indeed the same as the original
ROS NavFn implementation. Through this extensive testing process, we

1These properties are based on the potential of the positions, a notion that measures the
distance from the position to the goal and that will be explained in detail in Section 2.
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have discovered counterexamples showing that NavFn is not optimal and,
more importantly, it is not sound (some paths might contain obstacles).

4. Using built-in Maude model-checking capabilities, we have proved the
properties of safe potential and eventual path for some concrete maps and
goals.

5. We have formally proved, using two different approaches (Dafny and ex-
tracting verification conditions), two properties about positions: position
safety and progress.

6. We have proposed and formally proved a modification of the NavFn algo-
rithm that is sound.

The rest of the paper is organized as follows: Section 2 presents the basics of
ROS and the general idea of the NavFn navigation algorithm; Section 3 briefly
describes the Maude re-implementation, and the changes required to perform
model checking on it; in Section 4 we validate that the Maude specification
behaves exactly as the original C++ version; in Section 5 we model check the
Maude implementation, and verify some of its properties. Section 6 discusses
some related work; and finally, Section 7 concludes and presents some topics of
future work. The complete code for the Maude implementations, integration,
tests, and proofs is available at [17].

2. Preliminaries

The Robot Operating System. The Robot Operating System (ROS) is a frame-
work for developing robotic systems. ROS is not a true operating system, but
a set of programs and libraries that run on existing operating systems. At its
core, it is a middleware for concurrent and distributed computation, used to
write small programs (called nodes) that communicate through asynchronous
message passing, using a topic-based publish-subscribe messaging pattern.

One of the keys to ROS’ success is its modularity and extensibility. ROS
nodes can be distributed as ROS packages, that can be published by any user to
the public ROS index (https://index.ros.org/packages). ROS applications
can use the nodes available in those packages by connecting them together
through topics, maximizing code reuse. This has led to a wide community both
in the academia and in the industry [11]. As already mentioned, in this paper
we focus on the Navigation Stack. Its latest version is called Navigation 2, and
it has already reached a certain maturity level, as demonstrated on [16] where
two robots were able to navigate without issues for over 37 miles (ca. 60 km)
in less than 23 hours through a university campus full of students.

Navigation 2 has a modular design in which the actual path computation
is done by configurable planning components. The planner component has a
simple interface with a procedure ComputePathToPose that, given a goal pose,
i.e., a position together with an orientation, should return a sequence of poses
that can be followed to reach the goal position from the current one. The
planner also needs some additional context information that is obtained from
other nodes in the ROS application: an estimation of the current pose of the
robot, and a map of the environment where the robot is operating.

4

https://index.ros.org/packages


Navigation algorithm. The NavFn planner, based on the Global Dynamic Win-
dow approach [4], is the only planner available in ROS until very recently and
still the default one. Given a map represented by an integer matrix whose
entries are the costs of traversing the corresponding portions of the discrete
bidimensional world, and given the start and goal positions of the requested
path, and the length of a single step, the algorithm produces a path satisfying
these requirements. In a first phase, an auxiliary navigation function or po-
tential array is calculated on the cells of the map, assigning lower potentials
to positions closer to the origin. In a second phase, called calcPath, this func-
tion is traversed in the direction of its negative gradient to calculate the path.
The navigation function is computed by either the Dijkstra or the A* search
algorithms at the user choice, starting from the goal position until the origin is
reached, so that the function ideally holds the distances from each cell to the
destination.

The implementation of A* in NavFn is not a textbook one. Its main pecu-
liarity is that there is no priority queue for the nodes to be visited next, but
a collection of FIFO queues that separate nodes whose total path estimation
with the Euclidean distance is below and above a threshold. This threshold is
incremented each time the set of nodes below it becomes empty. As we will see,
this does not guarantee the optimality of the distances in the potential map or
the calculated paths, and not even a tight approximation, but it is fast and its
behavior is satisfactory in most practical situations. If the origin is not reach-
able, the algorithm will stop after exploring all reachable cells or consuming a
given iteration limit.

Once computed the navigation function, the calcPath method of NavFn slides
down the potential map from the origin towards the destination, whose potential
is zero. In each iteration, the algorithm either moves to the neighbor cell with
the lowest potential or advances a fractional distance given as a parameter in
the direction of its gradient, depending on the presence of nearby obstacles.
Iterations are limited by a bound given as a parameter, so the algorithm always
terminates, but perhaps without finding a path. In principle, the navigation
function is free of local minima where the search may get stuck, but oscillations
around saddle or similar points are possible. The implementation attempts to
detect oscillations by checking whether the current point coincides with the
point two positions before in the path, and then interrupts the oscillations by
jumping to a neighbor cell with lower potential. However, some oscillations
may escape this method and consume all the iterations without reaching the
destination. Moreover, the repeating points remain in the path until they are
detected, unnecessarily increasing its length. Another detail of the calcPath
method, which will be relevant for its analysis in the next sections, is that its
current position is the sum of an integer index designating a cell in the map
and two fractional coordinates between −1 and 1 indicating an offset from the
upper left corner of that cell. As a result, depending on the reaching path, a
position like (2.5, 3.5) can belong to different base cells, for example (2, 3) +
(0.5, 0.5) and (3, 3) + (−0.5, 0.5). Since the vicinity considerations mentioned
above are referred only to the base cell, this detail causes unsoundness in the
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computed paths, which can include positions inside obstacles as we will explain
in Section 5.

3. Navigation algorithm in Maude

In this section we briefly describe how we have implemented the NavFn
algorithm and discuss the changes required to perform model checking on it. Our
Maude representation mimics the data structures used by ROS (i.e., cost maps,
poses, paths) and, thanks to Maude’s flexible syntax, it defines the same data
structures with the same syntax. The only exception is the use of quaternions for
the orientation of the robot in the plane. Because Maude does not provide built-
in support for them we simplified this parameter and used a single value that
denotes a rotation angle about the z-axis (yaw); the transformation of the latter
into quaternions is performed in Python when interacting with ROS. Finally,
because these data structures have been defined in independent modules, they
can be used in future extensions, for example to implement Dijkstra’s search
algorithm.

We have implemented three different versions of NavFn. On the one hand,
all of them can be used from ROS because they return a path in the appropriate
format; on the other hand, they are progressively less abstract and closer to the
NavFn implementation provided by ROS. In all of them the robot starts with
an initial version of the whole map; this does not seriously limit its support
for unknown regions or environmental changes, because the ROS system could
call Maude periodically to recalculate the path after the map has been updated
by the external sensors. We assume the map is presented as a grid, which can
be as fine-grained as desired, allowing in practice to simulate movements as
precise as needed. Regarding turning and movement cost, the implementation
defines constants that can be customized depending on the particular robot
being simulated.

The first, most abstract implementation (called NavFnA∗) follows the stan-
dard A* algorithm [12] and takes advantage of Maude equational axioms such as
commutativity and associativity to provide a high-level specification. It does not
compute any potential map, but instead computes the path just with the cost
map (see Section 2 for details). The second implementation (called NavFnpot)
presents a mixed approach: it uses the potential map to compute the path
following always the neighbor with the smallest potential. Both this implemen-
tation and the previous one present the properties expected by the classical
A* algorithm; in particular, they do not include positions inside obstacles in
the final path. Finally, we provide an implementation called NavFnROS that
closely mimics the ROS NavFn: we get rid of commutativity for the queues used
to compute the potential, so we traverse the poses in the same order as they
are enqueued, and we use the potential map exactly in the same way as the
ROS algorithm does. This allows us to reason about the algorithm but, as we
will see later, makes the algorithm as faulty as ROS’. The Maude code of these
implementations can be found in the folder src/maude at [17].
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It is worth noting that the implementation of the algorithm is functional, in
the sense that it is deterministic and can be implemented by means of equations.
However, it makes sense to transform some equations into rules when dealing
with queues, for example when computing the potential map. For this reason, we
also provide an implementation using rewrite rules, which allows us to perform
model checking, as we will see in Section 5.

As a final remark, we have enabled the integration of these Maude imple-
mentations into the ROS Navigation 2 package. We have developed a frame-
work where any call to the ComputePathToPose is directed to the Maude plan-
ner through Python. Therefore, any robot using ROS could benefit of the
NavFnA∗, NavFnpot, and NavFnROS planners. As an example, a video show-
ing a simulation using the integrated NavFnA∗ planner is available at https:
//youtu.be/LaJMtna-6s8.

4. Validation of the Maude version w.r.t. ROS

In the previous section we have presented three Maude versions of the NavFn
navigation algorithm. Our aim is to prove that the ROS NavFn algorithm sat-
isfies some properties by reasoning on the Maude implementation, so we need
to check that the NavFnROS implementation written in Maude has the same
observable behavior as the C++ implementation of NavFn in ROS. This is a
fundamental problem in software verification and it is usually impossible to pro-
vide a perfect solution for real situations. Concretely, we do not have a formal
specification of the navigation algorithm to validate the Maude implementation
against it, but only the implementation in C++ included with ROS. Therefore,
to validate the Maude implementation we will consider the C++ version as a
pseudo-oracle [2, 26] to check that the paths obtained by the Maude implemen-
tation are the expected ones. This technique, called differential testing [18],
has been used in large software systems to compare different versions of a pro-
gram produced independently, as in our case. This is not a perfect solution for
validating that the Maude implementation behaves the same as the ROS naviga-
tion algorithm for every possible input, but in our opinion is the most complete
technique we can apply in this situation where we lack a formal specification.

To compare both versions we have considered 47 different maps and com-
puted 51, 202 paths on them (see folder src/maude_planner/tests in [17]). We
have used two sets of maps to cover as many scenarios as possible. First, we
have generated a set of 42 maps with different properties: maps with all the cells
empty, maps with randomly distributed obstacles, maps with a random cost in
each cell, maps whose cost varies radially from a central point, maps split in
different unconnected areas, etc. These generated maps have both square and
rectangular shapes, and for each map we have tried almost all the possible paths
between their cells. As the Maude implementation is slower than the ROS ver-
sion,2 we have kept maps dimensions small (size 20 × 20 and smaller) so that

2A reason why Maude is slower than ROS is that potential and gradients are accessed in
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we could compute many paths. We have also used the set of maps in the ROS
navigation2 package.3 This set contains 5 maps of bigger dimensions (from
200× 200 to 400× 400). As the Maude implementation is much slower in these
bigger maps, we have tested only 190 paths within them.

For every goal (origin, destination) we have checked that the paths obtained
by Maude and ROS are the same. However, this comparison must take into
account that ROS and Maude represent floating-point with different precision,
respectively the single (4 bytes) and the double (8 bytes) representation of the
IEEE-754 standard, known as the float and double types in C++. Real numbers
are used both to represent positions and the potential array, so the concrete val-
ues can be slightly different between versions because of the different precision.
Therefore, to consider that two positions are the same we have allowed a differ-
ence in each axis of at most ε ≤ 0.05. This value has been selected empirically
by inspecting the actual differences in the obtained paths. Another relevant
aspect for path comparison are oscillations (see Section 2), which are detected
when the ith position of a path is the same as the (i− 2)th position. The ROS
implementation uses strict equality on the float type to compare these two po-
sitions, so it is very unlikely that the Maude version that uses double numbers
detects the oscillations at the same point of the path (the Maude implementa-
tion usually requires more iterations to detect and finish oscillations, it includes
a configurable parameter ε that can be used to improve the detection of these
oscillations). Then, we have compared the obtained paths ignoring any possible
oscillation that may appear.

In order to automate these tests, we have developed a Python script that
invokes the ROS navigation library and the Maude algorithm. The connection
between Python and Maude is provided by the maude package [24], a general-
purpose language binding for the specification language that represents Maude
entities like terms, modules, and sorts as Python objects. This package com-
municates directly with the C++ implementation of Maude, whose objects and
methods are called behind the scenes, with a potential improvement in efficiency
and safety respect to the classical stdin/stdout text-based interaction.

The result of the performed differential tests is that ROS and Maude obtain
the same paths for all the 51, 202 goals tested, considering the notion of path
equivalence mentioned before. Therefore, we are confident that the NavFnROS
implementation represents the same algorithm as ROS. An interesting side-
product of these tests is that we found concrete examples contradicting both
the soundness and optimality of the algorithm, namely paths that collide with
obstacles and paths with higher costs than needed (apart from oscillations,
which were assumed). Some examples of these situations appear in Figure 1,
where obstacles are red squares, gray-scale squares are passable cells with costs
from 50 to 253, and the obtained paths are shown in blue. Coordinates (x, y)
use the Cartesian pixel coordinate system with (0, 0) in the upper-left corner, x

constant time in ROS but in linear time in Maude, due to the their representation as lists.
3https://github.com/ros-planning/navigation2/tree/main/nav2_system_tests/maps
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Figure 1: Unsound and non-optimal paths found by the ROS navigation algorithm

being the horizontal movement, and y the vertical displacement. The leftmost
map in Figure 1 shows an unsound path where the fifth point (2.49, 0.58) is inside
the obstacle at (2, 0), which includes all the points (2 + δx, 0 + δy) for δx, δy ∈
[0, 1).4 The map in the middle of Figure 1 shows a path that is unnecessarily
longer: from the 5th point at (3.56, 3.25) goes to point (3.35, 2.8) instead of the
goal cell (4, 4), and next it goes directly to the goal by passing very close to the
previous point. Note that this non-optimal solution does not provide a “longer
but smoother path”, as it requires a 180° turn. Similarly, the rightmost map of
Figure 1 shows a path with two possibilities: using the left or right lanes. The
left lane has cells with lower costs, but here the algorithm selects a path with
a cost higher by 700 units (and here both paths are equally smooth). After
carefully reviewing the ROS C++ code and contacting the ROS maintainers
trying to explain these situations, we discovered they are known and assumed.
These surprising behaviors have a negligible impact in real situations, and the
ROS implementation is so complex and widely used that they do not consider
any fix unless a very important bug is found and illustrated by an extensive set of
tests. This fact reinforces our idea that a formal analysis of such a fundamental
ROS implementation, as the one performed in this paper, is very relevant.

5. Verification of the Maude version

We have applied two verification approaches to our Maude specifications: (1)
The built-in Maude model checker; and (2) semi-automatic verification using
both Dafny and the extraction of verification conditions.

Model-checking. As explained in Section 1, Maude provides an LTL model
checker that allows us to verify properties for particular maps and positions.
Since the model checker requires that transitions are defined by rewrite rules,
we have transformed our Maude specification defined by means of equations into

4It is worth noting that this path is computed because of this offset, even though obstacles
are not used when computing the potential map. Hence, the error is not in the potential map
but the later computations using it.
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a system module where the relevant computations are executed by rules. In this
way, we could prove that (1) the queues that are considered by the algorithm
never include an obstacle (called safe potential) and that (2) if the potential at
the origin is different from infinite, then eventually a path is computed (called
eventual path). Note that this analysis cannot be performed for the NavFnA∗
version of the algorithm presented in Section 3 because it does not compute the
potential map. In any case, this analysis sets the foundations for applying model
checking into the ROS ecosystem; any other required property in this abstract
model could be verified in the same way as we did with the properties above.
Furthermore, note that, although model checking allow us to prove properties
for fixed states, if combined with our map generation framework it would be
possible to automatically analyze a huge number of systems, reaching a high
level of confidence in the properties being analyzed.

Semi-automatic formal verification. In order to prove safety properties regard-
less of the input map, we have used the Dafny platform [15] to perform formal
verification. Firstly, we translated our Maude implementations into the Dafny
language. This includes not only the most abstract implementation NavFnA∗,
the standard A∗ algorithm, but also the replica NavFnROS of the C++ NavFn
planner implementation.

Let us recall that the potential map measures the proximity of each cell to
the goal position. Initially all the cells are assigned a special potential value
+∞, except the goal itself, whose potential is zero. As the potential map is
computed, some cells are assigned a finite potential value. If that happens for
the cell containing the start position, then a path between the start and goal
positions is guaranteed to exist. With regard to the properties involved in the
computation of the potential map, we have proved in Dafny that the cells whose
potential become finite (1) do not contain obstacles (called position safety), and
(2) for each of these cells, either it contains the goal position, or there is an
adjacent cell with lower potential (called progress). The first property allows us
to ensure that any path that only passes by cells with finite potential does not
intersect with obstacles. The second property guarantees that whenever the cell
containing the start position gets finite potential, there exists a path from that
position to the goal.

The properties established above prove that a robot does not run into ob-
stacles provided it always follows the cell with the lowest potential among the
adjacent ones. However, this does not apply to the ROS implementation, as the
unsound path of Figure 1 shows. This is due to the way in which the path is
computed from the potential map. Given a position in the path, the computa-
tion of the next position depends on the surrounding cells. If there is an obstacle
in any of those cells, then the adjacent cell with the lowest potential is chosen;
otherwise the next position is computed on the basis of a gradient function.
A key issue is that, in the ROS implementation, the cell in which a robot is
assumed to be does not depend solely on the position of the robot at that time,
but also on the previous points of the path. This is why the unsound path of
Figure 1 approaches to the wall instead of directly going to the cell (3,1), which
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is the one of the lowest potential. The positions (2.16, 1.53) and (2.32, 1.05) of
that path, which are close to running into the wall, are believed to belong to
the central cell (2,2) instead of the cell (2, 1). Therefore, the gradient approach
is used for computing the next point, since the cell (2,2) does not have obstacles
nearby, and the path includes the upper obstacle. If we want to prove that the
computed path does not run into obstacles, we have to explore a variation of
the ROS navigation algorithm, which considers that each position p belongs to
the cell whose center is closest to p. With this new notion of cell membership,
we have proved in Dafny that the computed path is free from obstacles.

The Dafny code of the navigation algorithm (see folder src/ verification
in [17]) closely mimics the Maude implementation. In particular, Maude func-
tions are translated into recursive methods, constructors are translated into
algebraic data types, and pattern matching is translated into conditional sen-
tences. Although the resulting Dafny program is not very idiomatic (given that
Dafny is an imperative language), it is certainly easier to verify than its C++
counterpart, as neither heap management nor mutable structures are involved.

In order to avoid the translation from Maude code into Dafny, which is
done manually and can be error prone, we have explored the verification of
Maude functional modules inside Maude itself, by relying on the Z3 solver [20].
In particular, we have devised a systematic way to extract verification condi-
tions (VCs) from the navigation algorithm. These VCs are logic formulas whose
validity implies the soundness of the algorithm. For each function symbol f
defined in Maude, its specification is defined by predicate symbols f−precond
and f−postcond. For each sort S, a predicate S−axiom is defined specifying
the set of values contained within that sort. Each equational definition is then
transformed into a set of VCs involving the above-mentioned predicates. By
using rewriting, we can expand the definitions of these predicates in each VC
in order to obtain an SMT formula as a Maude term, whose negation is trans-
lated into Z3 to determine its unsatisfiability, hence proving the formula valid.
Although the generation of VCs has been carried out systematically, it is still a
manual (and error-prone) task. As future work, we plan to study the automatic
generation of these VCs from the equational definitions.

6. Related work

We present in this section different approaches for analyzing ROS, perform-
ing differential testing, and combining ROS with other languages.

We are not aware of any formal approach for analyzing the ROS navigation
module. Formal verification of ROS has focused on the communication layer,
as shown by approaches like the one in [25], where model checking is applied
to the ROS scheduler to verify properties like deadlock-freeness, and the one
in [10], a framework for runtime verification of ROS topics.

The differential testing technique applied to validate the NavFnROS Maude
implementation has been widely used to validate C compilers [18, 27, 14]. As all
the compilers must comply to the same standard, it is possible to generate sev-
eral random input C programs with increasing quality levels (random strings,
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syntactically valid C programs, type-correct C programs, etc.) and compare
the results of different compilers. This comparison can consider the messages
produced while compiling and also the output produced by executing the com-
piled program. Compared to the simple generation of random maps and paths
as in our case, generating C programs is a more complex problem that requires
stochastic grammars and even apply mutations on valid C programs previously
selected. Another distinction is that any difference between NavFnROS and the
ROS algorithm implies a bug in the Maude version, as we aim to obtain an
equivalent implementation. However, a difference between C compilers can im-
ply a bug in some of them, in all of them or even in none of them (for undefined
behaviors in the language standard).

Regarding the combination of ROS and external declarative languages, the
single system similar to ours is roshask [7], a Haskell library for ROS 1 that
allows users to define nodes in Haskell that deal with the rest of the system
transparently. In fact, we follow the same idea by providing, in addition to
a library supporting Maude into ROS, specific algorithms for navigating and
means to compare the different (Maude/ROS) implementations for ROS 2.

7. Concluding remarks and future work

In this paper we have verified the C++ implementation of the NavFn planner
used in the ROS Navigation Stack. Our approach is based on reimplementing
the planner as a Maude executable specification, validating its equivalence with
differential testing techniques using the original C++ program as a pseudo-
oracle, and then verifying the Maude specification, which is easier because of its
mathematical foundations and higher abstraction level. As a result, all proper-
ties verified for the Maude specification can be attributed, with a high degree
of confidence, to the ROS C++ version employed in production systems.

Additionally, other relevant contributions of this paper are (1) using a novel
high performance Python interface for Maude to integrate the specification with
ROS; (2) counterexamples for both the soundness—paths should not collide with
obstacles—and optimality—paths should have the lowest possible cost—of the
NavFn planner; (3) proposing a modification of the ROS navigation algorithm to
make it sound and avoid collisions, as well as proving it using a semi-automatic
approach.

We have contacted the maintainers of the Navigation Stack5 about the men-
tioned issues. Our proposal have been discarded so far, because in practice an
additional costmap inflation pre-processing is performed before planning, and
this makes it very unlikely to encounter situations like our counterexamples in
a realistic setting. This inflation propagates cost values out from occupied cells
that decrease with distance, which helps to take into account the space used by
the robot physical platform, and acts like an additional “safety net” for the plan-
ner. Also, the maintainers mention as an important reason to avoid introducing

5https://github.com/ros-planning/navigation2/issues/2289
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changes to NavFn, that it is a “historic project” with important production
usages, so even though the maintainers acknowledge that “there may be some
oddities” in the codebase, they prefer not to “poke too much” unless there is a
severe defect visible in a production setting.

However, the maintainers are open to changes in other components of the
stack, so in the future we are considering verifying some of the newer planners
available, like the SmacPlanner [8], which has additional capabilities like support
for Ackermann steering vehicles. The same methodology we used for NavFn
could be applied: model the existing program as Maude specification, validate
its equivalence using the original program as pseudo-oracle, and verify it using
a combination of Maude model checking and theorem proving with verification
conditions extracted from assertions on the specification.

In the future, we plan to automate the translation of Maude equational
modules into system modules ready for model checking, and unifying the ab-
stract and deterministic Maude implementations by modularly expressing the
concrete restrictions of the latter using the Maude strategy language [9]. We
also consider automating the generation of verification conditions from asser-
tions in Maude specifications, and then using the integration of Maude with
SMT solvers to check the conditions directly from Maude, instead of relying
on Dafny. Both these two features, and the Python interface for Maude con-
tributed in this paper, are generic tools that could be useful for future unrelated
verification tasks, but that have also been conceived working backwards from
a concrete verification use case for a software component with industrial appli-
cations, which provides some evidence of their potential practical impact and
usefulness.
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