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Abstract. Visualization tools are very useful for data exploration and
offer a very intuitive way to look at interesting results in data analysis. In
previous work, systems have been designed that, starting from a dataset,
generate and work on sets of data visualizations and find those that show
desired trends automatically, thus avoiding manual exploration of many
visualizations by the user. One of the most used mechanisms to obtain
interesting visualizations is the use of a query-based language. However,
the use of these systems in process mining is not contemplated, which
would be very useful to specifically find interesting results among mul-
tiple Directly-Follows Graphs (DFGs) extracted from event logs with-
out carrying out the typical manipulation tasks and exploring multiple
DFGs. We are interested in extending an existing query-based language,
adapting it to process mining. The goal of is to automatically generate
DFG collections and search for visualizations that contain patterns of
interest according to some queries made by the users. Thus, interesting
visualizations can be found by obtaining and comparing properties of
sets of DFGs generated by the system. As an advantage, this approach
allows users to obtain interesting results without the need to carry out a
manual exploration of a large number of visualizations using the existing
process mining tools. We have carried out the evaluation of our approach
by solving a challenge provided in a BPI Challenge.

Keywords: directly-follows graphs · visualizations · process mining ·
data exploration · queries

1 Introduction

Process mining is used to extract knowledge from event logs available in infor-
mation systems and visualize the processes. Currently there are multiple tools
to perform process mining, which have specific functions for the different phases
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of the analysis. One of the most important aspects of process mining tools is the
use of Directly-Follows Graphs (DFGs) as visualizations of the processes, since
this type of data visualization is a very intuitive way to uncover process insights
in the data exploration and process discovery phases. A DFG (also called pro-
cess map) of an event log is a graph where each node represents an activity of
the process, and each arc represents a relation between nodes (activities). For
instance, an arc from node A to node B means that activity B is directly fol-
lowed by activity A in at least one trace in the event log, that is, one execution
of the process [4]. An example of a DFG is shown in Figure 1. In this exam-
ple each node and each arc is annotated with a value representing, respectively,
how many times a node occurs and how many times a node directly follows
another node. In this case, these values correspond to the absolute frequency,
and as we can see the Declaration APPROVED BY ADMINISTRATION ac-
tivity occurs 23 times and it is directly followed by the Declaration REJECTED
by EMPLOYEE activity 13 times. In addition to the absolute frequency, there
are other options to show in a DFG like: (1) the relative frequency, that is, the
percentage of times that B directly follows A, when A is executed; and (2) the
performing time, that is, the average time between the occurrence of A and the
occurrence of B [4]. DFG is one of the most used visualization types to analyze
processes. However, the existing process mining tools, such as Disco or Celonis,
require a certain effort on the part of the user to be able to extract interesting
knowledge about the process. In addition to getting misleading results [1], users
must handle large datasets, perform several manipulation tasks like filtering and
grouping, and evaluate whether the information obtained in the multiple DFGs
obtained is interesting. Moreover, comparing different visualizations is a complex
task for users since existing process mining tools do not facilitate the generation
of several DFGs at the same time.

In this work, we are interested in extending an existing query-based language
[8], adapting it to process mining. The goal of this approach is to use queries
defined by the user to automatically generate DFG collections and search for
the visualizations that contain results that are interesting to the user. These
queries provide the mechanism to the users to carry out actions on visualization
collections and discover interesting insights in the process, such as discovering the
variant of the process that has the lowest coefficient of connectivity or complexity
(that is, the highest number of arcs and the lowest number of nodes). There are
many properties that can be extracted from a DFG. Many of them are discussed
in [13]. In our approach, we can use these properties to measure some features of
DFGs and compare them. For instance, process analysts are often interested in
discovering the variants of the process that meet some requirement, the simplest
or the most complex variants, in terms of number of nodes and edges. With this
approach these discoveries can be made without having to manually explore the
DFG of each variant and compare them.

Finally, we have used a challenge from a BPI Challenge (BPIC for short) to
evaluate our system. BPIC are annual contests where some questions are asked
about a business process and the participants must solve these challenges. In this



A query language for exploring DFG collections 3

Fig. 1: Example of DFG

case, we have used one question belonging to BPIC 20161 and we have selected
the report of one of the winners [2] in order to use our approach to get similar
results as these participants. As a result, we automate the steps performed by
the authors and obtain the patterns of interest efficiently.

The paper is structured as follows. Section 2 outlines the literature related
to this work. Section 3 describes the query-based language that our approach
is based on. Section 4 describes the system proposed in this research. Section 5
provides details of the evaluation of our system using a real example. Section 6
summarizes the conclusions drawn, limitations and future work.

2 Related Work

There are various considerations to take into account when proposing a visu-
alization recommendation system, such as the characteristics of the data, the
objective and the user’s preferences, the domain, and the ease of understanding
the results [9]. Some tools, such as DeepEye [5] recommends good visualiza-
tions of datasets without requiring the user to have knowledge of the shape and
structure of the data. The tool uses a binary classifier to predict whether a visu-
alization is good, as well as machine learning techniques and insights from expert

1 BPI Challenge 2016: https://www.win.tue.nl/bpi/doku.php?id=2016:challenge

https://www.win.tue.nl/bpi/doku.php?id=2016:challenge
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rules to determine, given two visualizations, which one is better. On the other
hand, VizRec [6] proposes a hybrid method that combines information about
how good a visualization is, and the content of the visualization itself. This tool
recommends personalized visualizations based on rules and taking into account
user preferences based on queries, that is, to recommend those visualizations
that the users would select as part of their analysis.

Similarly, both [10] and [11] are also automatic systems that generate visual-
izations based on queries made by the users. On the one hand, [10] recommends
visualizations in which there are deviations in relation to a reference, which
qualify as interesting visualizations given a subset of data. However, they do not
cover other visualizations of interest, such as visualizations similar to a reference
or considering user preferences. On the other hand, [11] takes into account the
preferences of interest of the user. Users have to introduce the dataset and they
can select which variables or attributes are relevant in the study. Another re-
search [3] creates a model that automatically generates data visualizations using
sequence-to-sequence recurrent neural networks, using rules learned from exam-
ples. For training this tool, a large training set is necessary, which determines
the output of the network. The system does not include user preferences. For
all the systems described, there is a great diversity of possible graphical repre-
sentations, but none of these approaches contemplate the study of process data
and they do not use DFGs as visualizations.

In contrast, Seelinger et al. [7] have developed an unsupervised visual rec-
ommender system for process analysis. This tool takes an event log as the input
and automatically analyzes the dataset to provide interesting visualization rec-
ommendations. It is based on grouping the log into subsets of traces and they
search for those which are significantly different to the overall dataset. This tool
shows visualizations of these subsets. We propose an alternative approach to this
research by allowing the user to indicate his goal through the query-language by
the user and basing these queries on collections of DFGs.

The closest work to ours and on which we have based our approach, is Zenvis-
age [8]. It is a visual analytical system capable of automatically finding desired
visual patterns with respect to a reference or behaviour patterns. Its objective is
to avoid situations in which thousands of graphs have to be manually reviewed
to check the conditions with which the desired visual pattern is obtained. The
focus is put on several types of visual representations, such as bar charts, his-
tograms or scatter plots. We complement this research using as input an event
log and DFGs as visualizations which are not considered in Zenvisage because
they are not interested in representing processes.

3 Background on ZQL queries

We have been inspired by the Zenvisage tool [8] to develop our approach. Its
goal is to obtain desired visual patterns (e.g. similar or different visualizations
with respect to a reference, typical or anomalous behaviour) using the Zenvisage
Query Language (ZQL). The result of each query is always a visualization col-
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lection that meets a number of conditions and it is usually used in subsequent
queries. They define the queries with 3 sets of fields.

1. Name. It is the identifier for the visualization collection.

2. Visualization Collection (X, Y, Z, Viz). It contains several fields with which
to define a set of visualizations, i.e. the attributes of the x and y axes (X and
Y), the subset of data being displayed (Z), and the type of plot (Viz). With Z,
users can specify which event log attribute to filter by, as well as which values
of that attribute. The notation followed is <attribute>.<attribute value or
values>. It is possible to perform a filter for each value of an attribute, by
using the abbreviation *, as shown in Table 1. Furthermore, users can choose
to add other fields to Z in order to filter traces by more than one attribute.
Thus, it is possible to have Z1, Z2, Z3, etc. in the queries. In relation to Viz,
it is frequent to leave this field empty due to the fact that the system is able
to determine what type of plot is better based on the X and Y attributes.

3. Process. This is an operation to apply on the visualization collection, such
as filters, comparisons and ordering, based on some condition of similarity
or dissimilarity, typical or anomalous behavior. The basic structure of the
Process field is as follows: <optimization>variable<condition> <function>,
where <optimization> refers to the optimization function used and can be
argmin, argmax or argany if the user wants to obtain minimum, maximum
or any value that meets the condition, respectively. In addition, the vari-
able parameter refers to the variable that contains the set of values to be
optimized. The <condition> limits the number of possible outcomes: k=N
returns the top-k values, and k>R or k<R return values which are greater
than or lesser than a threshold value k. Finally, <function> refers to the
type of function used (T(f) or D(f,f’)):

(a) T(f) takes the display f and returns a real value that measures some
property of f. This operation is used on collections of visualizations,
to find maximum or minimum values, or any value that satisfies the
specified condition.

(b) D(f,f’). Likewise, this function is used on collections of visualizations or
sets of values. D(f,f’) takes two visualizations (f,f’) and measures the
distance or dissimilarity between them using distance functions such as
the Euclidean distance or the Kullback-Leibler divergence.

An example of use of this tool is shown in Table 1. This query returns the
sales visualizations for all products which have a negative trend. First, f1 returns
a set of visualizations showing the sales (Y) per year (X) for each product (Z).
The operation defined in the Process field is applied to this set of visualizations,
through which the visualizations are filtered based on an overall trend. Specifi-
cally, products whose visualizations show a negative trend (t<0) are filtered and
stored in the variable v2. Next, f2 represents the sales visualizations by year for
these filtered products (v2).



6 M. Salas-Urbano et al.

Table 1: Zenvisage query example

Name X Y Z Process

f1 ‘year’ ‘sales’ v1 <- ‘product’.* v2 <- argmaxv1[t<0]T(f1)

*f2 ‘year’ ‘sales’ v2

4 Our proposal

In this paper, we propose an approach which automates the search for interesting
aspects in the process mining process from queries made by the user. In this
section we introduce the query-based language and how it works.

4.1 Query structure

We have extended the ZQL language to make it best suited to manipulate the
data of the event logs. It allows performing operations on the results of each
query. For example, the system allows us to filter the traces of an event log by
each value of a given attribute. Then, it is possible to calculate some property
on these subsets of traces and compare these measures.

First, we define the structure and each field established for any query. The
structure of the queries that we have defined is different from the structure
used in ZQL queries. This is because our system receives an event log as input,
unlike Zenvisage [8] which receives a common dataset. Event logs have a common
structure, which is characterized by including 3 attributes: case id, activity and
timestamp. Each process instance has a different case id, with which all activity
instances can be related to a specific process instance. Moreover, for each activity
instance it is known when it was executed, based on its timestamp [4]. Each query
is defined by the following fields:

1. Name. As in ZQL language, it identifies the visualization collection.
2. %Activity and %Path. Using these percentages, it is possible to filter the

number of activities and transitions between them displayed in a DFG based
on their frequency.

3. Filter type. The user can choose the mode they want to use with the type of
filter. There are 3 modes available and they are explained in Section 4.1.1.

4. Z. The user selects which event log attribute they want to filter by, following
the same approach as ZQL queries.

5. X. This field is used to determine what metric the user wants to use and show
in the DFG. As we mentioned in Section 1, there are typically 3 options to
show: absolute frequency, relative frequency, and performing time.

6. Process. Users can filter results or visualizations based on a trend or search
for similar or different results using this field. The are two different types of
operations that users can carry out (T(f) and D(f,f’)), following the same
approach as in the ZQL queries (cf. Section 3).
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4.1.1 Parameters of the filter: Filter type and Z field. As we have
mentioned before, users can select the type of filter that they wish to apply to
the data, in the same way that it is selected in most process mining tools like
Disco or Celonis. Thus, we have defined 3 filtering modes based on the existing
types of filters in Disco.

1. Mandatory, if the user wants to filter the traces that contain one or several
values of some attribute. That is, this filter maintains the traces that present
the selected values (Z field) in the filtered dataset.

2. Keep selected, if the user wants to remove events that do not have one of
the selected values.

3. Forbidden, if the user wants to determine which values of some attribute
must not occur to keep some case in the filtered dataset. This mode is op-
posite to the mandatory mode.

Then, users must specify in the Filter type field what type of filter among
these 3 they want to carry out. In addition to the type of filter, users can specify
the subset of traces they want to use in Z.

4.1.2 Process As we mentioned above, in this field we can define some op-
eration to filter results. We have defined the syntax of these operations in the
same way as it is done in Zenvisage [8].

Zandkarimi et al [13] describe several event log measures. These can be ob-
tained directly from event logs, such as calculating the number of events or the
average trace length, or they can be also obtained from DFGs, such as calculat-
ing the number of nodes or its density. All these event log measures can be used
as T(f) in the Process field. So, users can define conditions about the number of
traces, the number of nodes, or the cyclicity of a DFG collection.

In relation to D(f,f’), it is possible to find differences between these proper-
ties using it. For instance, to find the DFGs with the smallest difference between
their cyclicity and their density. In addition, users can use other measures of
distance between graphs, such as Levenstein’s edit distance, isomorphism, max-
imum common subgraph or minimum common supergraph [12].

As a result of the Process field, some examples are argmaxv1[k=3](f1) to find
the value of a set of results v1 which maximizes T(f1); or argminv1[k=3]F(f1)
to find the three values of v1 that minimize T(f1). Moreover, we can compare
DFG properties. So, we can find the DFG with the greatest difference between its
number of nodes and edges, using the following function: argmaxv1[k=1]D(f1,f2).

4.2 System operation

In relation to the operation of the system, it works through queries as previously
mentioned. We can see an example of queries in Table 2. The goal of these queries
is to discover the activity which is contained in all traces of a subset of traces
that has the lowest coefficient of connectivity or complexity (i.e., the highest
number of arcs and the lowest number of nodes).
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Table 2: Query example

Name %A %P Filter type Z X Process

f1 100 100 Mandatory v1<-‘activity’.* Absolute

frequency

v2<-argminv1[k=1]

CoefficientConnectivity(f1)

*f2 100 100 Mandatory v2 Absolute

frequency

At the beginning, with the first query (f1) the following is done: each activity
is stored in the variable v1 and the traces that contain the activity v1 are filtered
for each case, so that multiple subsets of traces are obtained. Then, the DFG
for each subset of traces is obtained with 100% of activities and 100 %paths. As
a result of f1, a visualization collection is obtained, that is, one DFG for each
filtered subset of traces (for each activity). Then, the operation described in
Process is applied on this collection. Specifically, the coefficient of connectivity
for each of these DFG is calculated and the system looks for that DFG that
minimizes said function, and therefore the activity by which it has been filtered
to obtain said subset of traces and its DFG. This activity is stored in v2. Finally
in the f2 query, the DFG showing the absolute frequency values is displayed for
the traces that contain the previously identified activity (v2).

5 Evaluation

We have selected one question from the BPIC 2016. In this challenge, the event
log is provided by an employee insurance agency, which is interested in learning
about how its channels are used, when customers move from one contact channel
to the next and why, and if there are profiles of clear customers to identify in
behavioral data. Then, the organization proposes the following question: Are
there clear distinct usage patterns of the website to be recognized? In particular,
insights into the way various customer demographics use the website and the
Werkmap pages of the website are of interest. We have chosen this question due
to the fact that it is a representative example, since its purpose is the search
for interesting insights in the process. Moreover, we have selected the analysis
carried out by one of the winners of this year [2], and we have identified the
actions performed by the analysts to provide the answer and how they carry
out these actions using current process mining tools from the descriptions in
the report submitted to the challenge. Then, we have created the corresponding
queries using our approach, in order to obtain similar results.

To do this, in the selected answer [2], the authors performed the followings
steps manually:

1. Separation of the dataset into segments according to the AgeCategory log
attribute. To do this, the authors segment the event log into 4 datasets based
on the possible values that the AgeCategory attribute takes.
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Table 3: Challenge 1 - BPI Challenge 2016

Name %A %P Filter type Z X Process

f1 0 99 Mandatory v1<-

‘AgeCategory’.*

Relative

frequency

v2<-argminv1[k=1]

Cyclicity(f1)

f2 0 99 Mandatory v2

2. Import of segmented data into Disco.
3. Extraction of most frequent events from segments. The authors filter the

activities whose relative frequency is equal to or greater than 1% for each
segment.

4. Analysis of reduced event sets for each segment. They generate 4 DFGs, one
for each grouped data subset.

5. Derivation of usage patterns from the DFG of each segment. They com-
pare the DFGs based on the following features: start activities, the flow of
activities, and unique activities.

We show in Table 3 the resolution of this same challenge using our approach
based on our query language. In the first (f1) query, each value of AgeCategory
attribute is stored in the variable v1 and we obtain subsets of traces that contain
each of the activities. Next, the DFG is obtained for each subset of traces, taking
into account that the authors are only interested in those activities whose relative
frequency is greater than 1%. In the query, these requirements are specified in
the %A and X fields (cf. Table 3). As we can see, with the generation of this
visualization collection, we carry out the first 4 steps carried out by the authors
of the selected report. In this case, the advantage of our approach is the easy
handling of subsets of traces and the creation of DFGs, without the need to
import and manipulate each of these data in some tool (Disco in this case).
Finally, to perform their step 5 about the usage patterns from the DFG of each
segment, we can add different operations to the Process field. One of the findings
made by the analysts is the identification of the DFG with the lowest number
of cycles. This manual task of comparing DFGs is done more quickly using our
approach, and to do this, we have added the respective operation to Process, as
we can see in Table 3. In this way, any other function to compare these DFG
can be defined in Process. Finally, the DFG of interest found by the system is
displayed through the query f2.

6 Conclusions

In this work we present our approach, which is an extension of the ZQL language
for event logs, which makes it easy to identify interesting insights in DFGs,
automating data manipulation and analysis tasks. However, it requires certain
knowledge by the users, since they must define the queries in the system and
guide the search for interesting results. Another limitation of the system is the
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types of operations and functions that can be carried out in the Process field of
the queries. Since it is work in progress, this functionality should be extended
by adding new possible functions. Moreover, our goal is to create an automatic
tool that also helps the user with the development of the queries, offering some
recommendations for it.

As future work, we plan to develop the tool and test it. A possible option
could be to perform the evaluation with analysts who have participated in the
BPI Challenges, so that they could replicate their analysis using the tool and
evaluate the results obtained in relation to the analysis previously done using
the specific measures for visualizations described in Section 1, such as relevance,
surprise and non-obviousness.
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