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Abstract. Identifying relevant insights in the results of process mining
is challenging and time-consuming since it requires considerable knowl-
edge and relies heavily on manual efforts to find adequate subsets of
data with the insights. Current tools lack proper support to help the
user in this manual process. To mitigate this, some approaches have
been developed to provide guidance based on clustering traces and find-
ing differences in basic Process Performance Indicators using statistical
tests. However, some insights might not only be based on differences and
they might require looking into other subsets of traces. In this paper, we
make a proposal to guide users to find results with interesting insights in
process mining analysis. It receives an event log and provides subsets of
traces with interesting insights along with possible explanations about
why they are interesting. We achieve that by using data mining measures
of interestingness in process metrics. We illustrate the potential use of
our proposal with a real use case.

Keywords: recommendations · BPI Challenge · process mining · inter-
estingness

1 Introduction

In the last years, the analysis of information systems has acquired relevance
due to the increasing availability of data. Information systems register details
about the events of business processes, e.g. performed activities, resources, or
organizational units. Process mining is the discipline to analyze event logs and
extract process-related information from them [14].

To illustrate the typical analysis in process mining, consider the following
scenario. Gabriel is a process analyst who is interested in exploring an event
log related to a process of managing declarations of journeys to find interesting
insights. First, he introduces the event log in a typical tool that discovers the
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behavior of the process. Then, he manually filters the traces (i.e. cases) of the
process that contain the frequent activities of the process to get a better under-
standing. After that, he wants to know which aspects of the process could be
interesting in these traces. To do this he wants to apply another filter on the
traces by the values of some attribute, but he wonders which attribute could
give him interesting insights. He starts filtering traces again by the most fre-
quent valueos of the attribute “case: Organizational entity”, which is related to
the organizational units involved in the process. Analyzing the filtered traces,
he discovers that the average cycle time of these units diverges in comparison to
the global average cycle time but he is not sure whether there are other more
interesting insights or not. Therefore, he continues to apply different filters and
considers other aspects (resources, roles,...etc). He repeats this process until he
reaches a point where he is confident that he has discovered the most interesting
insights. As can be seen, this process is clearly challenging and time-consuming
because it requires experience in process mining to assess the interestingness of
the insights and because it relies heavily on the user. However, there is no proper
support in the current process mining tools to mitigate this, leaving users par-
tially alone during the exploratory analysis. Due to this reason, some approaches
have been developed to include semi-automatic guidance during the exploratory
analysis [12]. Inspired by the advances in data science, Seelinger et al [12] de-
fined an approach to provide guidance to find interesting insights based mainly
on dividing the data in subsets of traces, and finding deviations of basic Process
Performance Indicators (PPI) in them. Specifically, they look for differences of
a trace compared to others (e.g, distribution of resources in a trace) and differ-
ences between a subset of traces and other subsets (e.g, start and end events
in groups of traces). Nevertheless, there are insights that may not be directly
linked to differences, which have been disregarded so far. For example, if the fre-
quencies of the organizational units in a process are similar, this might indicate
that there are not workload problems at that level, which is interesting to know.
In addition, insight identification might require other subsets of traces.

We present a novel approach that provides semi-automatic guidance to iden-
tify results with interesting insights in process mining analysis. Specifically, our
approach receives an event log and returns subsets of traces that might be inter-
esting. These subsets are obtained by filtering or grouping traces depending on
certain values of an attribute (e.g. a certain resource), which are identified using
different interestingness measures (e.g. the variance) in process metrics (e.g. the
average cycle times of resources). Additionally, we provide simple but intuitive
explanations about why these subsets are interesting. We illustrate the potential
use of our approach with a real use case.

The paper is structured as follows: Section 2 outlines the literature related
to this work. Section 3 provides details about our proposal. In Section 4, we
provide a use case example of our proposal. Finally, in Section 5 we present the
conclusions of this work and the future work.
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2 Related Work

Many efforts have been made in data science to facilitate the data exploratory
analyses. Usually, these efforts have been reflected in the form of systems with
different objectives, such as simplifying visual interfaces for users with a non-
programming background [1], or increasing the interaction during the analysis
[7]. In these cases, the user is still in charge of all decisions of the exploratory
analysis, which motivated the creation of recommender systems to provide guid-
ance in some way.

These recommender systems have the objective of assisting the user in choos-
ing the next steps of the analysis, i.e. applying operations like filters or group-by
methods. In general, they can be grouped into three different types: those that
base their recommendations on user sessions, those that base their recommen-
dations on the data, and hybrids. The first group is inspired by collaborative
filtering recommender systems that employ user information to make recom-
mendations. In this case, the current exploratory analysis of a user is compared
with other exploratory analyses of the same user or different users [3].

In contrast, data recommender systems are based on input data and use
some measures to evaluate the utility of the result of a step in the exploratory
analysis to make recommendations, i.e. to evaluate the interestingness of results
like data subsets, data summaries or visualizations. These measures evaluate the
interestingness of the results from different facets such as conciseness (a result
that contains relatively few attribute-value pairs), or generality (a result that
covers a large subset of the dataset) [6]. For instance, Vartak et al [15] measured
the interestingness of visualizations only from the facet of peculiarity (a result
that contains anomalous patterns compared to others) since they conceived it
as the deviation displayed to a reference value.

Lastly, hybrid approaches combine both approaches to make recommenda-
tions. For example, Milo et al. [10] created a system that uses the current data
exploratory analysis of a user to retrieve similar analysis, whose steps are general-
ized and instantiated to concrete recommendations by selecting those that gener-
ate high interestingness values according to pre-defined interestingness measures.

Inspired by these advances, Seelinger et al. [12] developed an approach to
provide semi-automatic guidance during process discovery based solely on the
data. Their approach is based on splitting the log into subsets of cases of similar
behavior from the control-flow perspective and from the data perspective using
trace clustering. With these subsets, they discover relevant insights based on
deviations. Specifically, they look for predefined PPIs that deviate between them
or that deviate from some reference values through statistical tests, which are
defined as insights, and they measure how large or small the deviations are
using some statistical coefficients. The subsets are then ranked according to the
deviations, the proportion of traces that they covered, and depending on their
diversity at trace level. Finally, the most interesting subsets are presented to
the user, along with visualizations and statistics about the insights. They found
interesting insights when their approach was applied to real cases. However, it
is important to mention that they mainly discovered insights from the facet of
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peculiarity, but there could be insights associated with other facets that are
not covered by the previous approach. In addition, there could be insights that
require generating subsets of traces by other means. Moreover, they did not
explain why a recommendation was suggested for a particular case, leaving the
user without a way to interpret it and its results.

We complement the previous work by adding interestingness measures for
data exploratory analysis from a variety of facets as well as by creating the
subsets of traces in a different way. We apply a methodology similar to the one
proposed in [5] to understand which data values are the most influential on the
interestingness measures and we have defined some basic templates to provide
explanations.

3 Our proposal

We have designed a new approach based on the methodology proposed by [12]
and [5]. On the one hand, we complement [12] because we use measures other
than those focused on differences (i.e. peculiarity) and because we add different
ways to create the subsets of traces. On the other hand, we complement [5] be-
cause we adapt their methodology to process mining. Our methodology involves
the following steps:

ST1: Enrichment of log data

ST2: Computation of interestingness measures for process metrics

ST3: Identification of influential values in the most interesting process metrics

ST4: Generation of subsets of traces and computation of interestingness mea-
sures

ST5: Recommendation of the most interesting results

Steps 2 to 5 are repeated when the user selects a new result in step 5.
In the next subsections, we explain the details of each step and a first im-
plementation with the use case can be found in https://github.com/kapy95/
Recommending-results-pm.

3.1 Enrichment of log data

We initially compute different process metrics at process level using traces. The
objective of this step is to prepare the data to find which attributes are interest-
ing to generate subsets of traces of the process later. These metrics are related
to the analysis of time and statistics, such as the average cycle time of all activ-
ities or the frequency of resources (specifically the ones in Table 1). Frequency
computations consist of grouping the events of the traces by the values of a vari-
able (e.g., organizational units). In the same way, the average cycle times are
computed by grouping the cycle time of the events of the traces by the values of
a variable and then calculating the average.

https://github.com/kapy95/Recommending-results-pm
https://github.com/kapy95/Recommending-results-pm
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Table 1: Implemented process metrics

Variables Process metrics

Resources
Frequency of resources*
Average cycle time of resources

Roles
Frequency of roles
Average cycle time of roles

Activities
Frequency of activities*
Average cycle time of activities*

Organizational Units
Frequency of organizational units*
Average cycle time of organizational units*

The process metrics marked with an asterisk in Table 1 have been extracted
from the answers of reports related to Business Process Intelligence (BPI) chal-
lenges1. These are annual competitions in which an organization provides a real-
life event log together with specific business questions posed by them2. The rest
of metrics have been added to complement the others. This list of metrics can
be modified to include other metrics that we have not yet implemented.

3.2 Computation of interestingness measures

Once the process metrics are obtained, we compute three different interestingness
measures on the results of the metrics to look for possible interesting attributes
to filter or group the traces and obtain subsets of traces. In this step, we compute
the variance as well as the Schutz and Berger coefficients (as depicted in Table
2). We only use these three measures in this step because the others in Table 2
are focused on the evaluation of filters and groupings. The Schutz and Berger
coefficients require probabilities, so the data must be discrete. Due to this, in the
cases of the metrics of the average of the cycle time, we first compute intervals
to group the averages and then assign categories to them, since they are not
discrete.

In our case, the variance measures how much a list of m frequencies or average
cycle times (depicted in Table 2 as pj) deviate between them, using their mean
value as reference (depicted in Table 2 as q). To illustrate this, suppose the
scenario of Table 3 where the frequencies of some resources have been computed
(depicted as Res1,Res2 and Res3 ). To compute the variance of trace T1 we
need the mean of the frequencies ((5+0+5)/3=3.33). This way the sum of the
formula is 16.65, and therefore the variance would be 8.32. In contrast, the Schutz
coefficient in Table 2 measures how much the probabilities of a list of m discrete
values deviate (depicted in Table 2 as pj) from its uniform version (depicted in
Table 2 as q = 1/m). Continuing with the previous example, to calculate the
Schutz coefficient for the first trace it is necessary to convert the frequencies to
probabilities (e.g. probability for Res1 : 5/10 = 0.5) and the uniform probability

1 https://github.com/isa-group/bpi-challenge-performance-analysis
2 https://www.tf-pm.org/competitions-awards/bpi-challenge
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Table 2: Measures of interestingness

Facet Measure Definition Reference

Diversity Variance

∑m
j=1(pj − q)2

m− 1
[6]

Cohesion Schutz coefficient 1 -

∑m
j=1(pj − q)

2mq
[6]

Generality Berger coefficient max(pj) [6]

Peculiarity Kullback-Leibler divergence δKL(p
′
j , pj) [6]

Conciseness Compact
a× g

r
[2]

(q = 1/3). Finally, the Berger coefficient in Table 2 measures how dominant a
value is, which is reflected using the maximum probability (depicted in Table 2
as max(pj)). Since each measure produces scores in different ranges, we apply a
normalization schema to convert them to the same range, which was used in [9].
Finally, we rank them to select the most interesting measure for each metric.

3.3 Identification of influential values in the most interesting
process metrics

After that, we identify which values of the selected metrics are the most influ-
ential in their corresponding interestingness measures, except in the case of the
Berger coefficient, where the influential value is clear. This allows us to apply
filters and group-by methods depending on these influential values. So, the goal
of this step is to reduce the number of possible filters and group-by methods.

To do this, we use a game theory approach called Shapley Values [13]. This
approach consists of correctly distributing the payout of a set of players in coop-
erative games and can be adapted to explain any predictive function or model.
In our case, the players are the categories involved in the values of a metric, and
the payout is the difference between the value of an interestingness measure for
a specific trace of the process and the average value of the interestingness mea-
sure in the other traces of the process. Thus, we can understand how much each
category in the values of a metric contributes to the interestingness measure.

For example, if the frequencies of the resources in the traces are interesting
because they deviate from each other, we could consider each resource as a cat-
egory and compare in how many traces they appear (cf. Table 3). Moreover, the
payout would be the variance. Thus, we could find the resource that is deviat-
ing more, and consequently has more influence on the measure. To compute the
Shapley Values we use the implementation of Lundberg et al. [8].

3.4 Generation of subsets of traces and computation of
interestingness measures

Once we have determined which values influence more the interestingness of
each metric, we generate subsets of traces applying different filters and group-
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Table 3: Example of Shapley Values for the frequencies of resources in the traces.
The columns are the possible categories in the metric and the rows are the traces
of the process with the values for each one

Trace Freq Res1 Freq Res2 Freq Res3

T1 5 0 5

T2 6 2 0

Table 4: Implemented filters and group-by methods

Operations Description

Filter traces by discrete values Filter traces depending on whether they contain
a certain value/range in an attributeFilter traces by cycle time range

Group traces by discrete values Group traces depending on whether they contain
a certain value/range in an attributeGroup traces by range of cycle time

ing methods to recommend subsets of traces that contain insights that could
be interesting. For this, we filter or group the traces according to the attributes
involved in the most interesting metrics and their influential values. In this pro-
posal, we have defined a limited number of typical filters and group-by methods,
which are listed in Table 4. After executing the filters and the group-by methods,
we compute two measures of interestingness to evaluate the utility of the groups
and the filters: Kullback-Leibler divergence and compaction (cf. Table 2). We
add these measures in this step because they follow the standards for evaluating
filters [11] and group-by methods [4].

Specifically, we use the distance of Kullback-Leibler divergence to evaluate
the utility of filters. This measure compares two distributions of values (pj and

p
′

j) and grades how different they are (cf. Table 2). Since the data contain many
different possible distributions that can be compared (e.g. activities, resources,
organizational units, etc.) there are many possible scores for this function. We
conceive the Kullback-Leibler score as the two most different distributions. For
example, suppose that we obtain these scores when calculating the Kullback-
Leibler divergence between two attributes of the original data and of the filtered
data: 2.55 for the cycle time, and 5.32 for resources. In that case, we will select
5.32 as the Kullback-Leibler score. On the other hand, to evaluate groupings,
we use the compact measure. which compares the number of attributes (a) in-
volved in the group-by methods and the number of groups generated (g) with
the original number tuples (r) (cf. Table 2). For example, suppose that we group
50 traces depending on whether a resource participates. In this case we group by
one attribute (resources) and generate two groups, so the score would be 0.04 (
(2× 1)/50 = 0.04). The results of these two measures are also normalized.

Continuing with the prior example in Table 3, suppose that resource Res1 is
the most influential. Here, we filter the traces depending on whether Res1 par-
ticipates, and we group them depending on whether Res1 participates. Then, we
compute the mentioned measures for the applied filters and group-by methods.
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Table 5: Templates to explain filters and groupings

Template to explain filters:
‘Result N comes from filtering traces where W, which is interesting because it is
peculiar. Specifically, the peculiarity comes from the attribute X. We decided to filter
by attribute Y because it presents Z.”

Template to explain groupings:
“Result N comes from groping traces depending on A, which is interesting because it
is concise. We decided to group by this attribute because it presents B.”

3.5 Recommendation of the most interesting results

Once the groups and filters are executed, a ranking is generated using the in-
terestingness scores of the selected attributes of step 2 and the interestingness
scores obtained in step 4 from the subsets of the traces. These subsets are pre-
sented to the user, who decides which subsets might be more interesting, To give
an intuition about why a subset is interesting, we have defined two templates
which are constructed with the logic of the previous steps. Concretely, we use
the ones represented in Table 5.

The first one explains filters. It begins indicating that the result N comes from
a filter where a certain condition W related to an attribute Y and an influential
value is met (e.g. where the cycle time of case:Permit OrganizationalEntity is
in range (30,50], or where attribute case:Permit OrganizationalEntity does not
have value organizational unit 6545). Then, it is indicated that attribute X is
the most peculiar in the Kullback-Leibler divergence, so it may explain why it
is interesting. Finally, it is indicated why we filter by the attribute Y, which
presents the facet Z of interestingness measures (e.g.: diversity).

Additionally, the second one is used to explain groupings and it starts indi-
cating under which condition A the traces are grouped (e.g. whether their cycle
is in range (30,50]). Then, the reason B about why the attribute related to the
groupings may be interesting (e.g.: because it is cohesive) is indicated.

4 Use case

As an example of our proposal, we have applied it to one of the logs of the
BPI Challenge 2020 to see what interesting insights it identifies. This log stems
from the reimbursement process at the University of Eindhoven. It contains 6449
traces and 72151 events, which have 18 attributes such as the resource involved
in every activity, its role, and its organizational unit. Specifically, we have applied
our approach to these four attributes of the event log: concept:name (activities),
org:resource (resources), org:role (roles) and case:Permit OrganizationalEntity
(organizational units). First, we have computed the process metrics using the
event log, like in Table 6, where the average cycle time and the frequency of some
activities is shown. After that, we have computed the interestingness measures of
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Table 6: Example of process metrics

Activities Avg Cycle Time Frequency

Declaration FINAL APPROVED by SUPERVISOR 80 min 5381

Declaration APPROVED by BUDGET OWNER 72 min 1763

Declaration APPROVED by PRE APPROVER 47 min 25

Table 7: Selected interestingness measure for each metric

Process metrics Interestingness measure Influential value

Average cycle time of resources Schutz coefficient (199.73,221.85] min

Frequency of resources Berger coefficient STAFF MEMBER

Frequency of roles Variance EMPLOYEE

Average cycle time of roles Berger coefficient (46.38,231.55] min

Frequency of org units Variance Org unit 65458

Average cycle time of org units Schutz coefficient (282.659,312.41] min

Frequency of activities Variance Declaration
submitted
by employee

Average cycle time of activities Berger coefficient (8.8,76.07] min

step 2, and after selecting the most interesting measure for each process metric,
we have obtained the results in Table 7. With this information, the influential
values have been identified (which are listed in Table 7). Once we have identified
the most influential values, we have applied different filters and group-by meth-
ods to the event log. For instance, we have filtered the traces according to the
existence of the organizational unit Org unit 65458, and we have grouped them
depending on whether the cycle time of resources is in the range (199.73,221.85]
minutes. To evaluate the differences between the results of the filters and the
original data, we have used these attributes: concept:name, org:resource, org:role
and case:Permit OrganizationalEntity. Finally, we have generated the explana-
tions related to the subsets. The description of the most interesting subset is:

“Result 1 comes from filtering traces where attribute case:Permit Organi-
zationalEntity has organizational unit 65458, which is interesting because it is
peculiar. Specifically, the peculiarity comes from the attribute case:Permit Or-
ganizationalEntity. We decided to filter by this attribute because it presents
deviation.”

5 Conclusions

In this article, we have presented a new approach to provide guidance for the
analysis of process mining. Concretely, we provide interesting subsets of traces
as guidance, which are identified using typical process metrics of process min-
ing analysis, different interesting measures, and methods like filters or group-by
methods. This type of guide is semi-automatic since the user still decides which
subset of traces is selected to continue with the analysis.
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Our work is still in progress. Consequently, it has some limitations. First,
we have only considered a certain number of process metrics and manipulation
operations focus only on traces, which could be easily extended. Second, there
are other interestingness measures which employ prior information of the user
that have not been considered yet. Third, it is necessary to perform a thorough
evaluation of the approach, which could be the comparison of filters and group-by
methods of real analyses (e.g. analysis of the BPI challenges) with the results of
the approach. Additionally, we would like to add some mechanism to automatize
the explanations, because right now the definition of templates relies on a simple
system without intelligence. Therefore, as future work we would like to extend
the mentioned aspects and to check the usability of our approach with real users.
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