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Abstract. As in many other research areas, the use of Deep Learning
(DL) techniques is growing in software engineering. However, these tech-
niques are not yet widespread in the Model-Driven Engineering (MDE)
field. In this paper, we explore the use of DL to extract useful text embed-
dings out of software models. We propose a novel approach to embedding
software models by means of transformer architectures trained on large
datasets. Our approach combines intermediate representations and Lan-
guage Models (LMs) to extract features from modelling artefacts in order
to enable applications for intelligent model assistance, like model com-
pletion and correction. We show that the approach is potentially useful
in MDE and may lead to useful results in the future.
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1 Introduction

Model-Driven Engineering (MDE) is a software development process based on
the use of domain models that need to be created, verified, corrected and trans-
formed during the project life cycle. Many tools and techniques exist to automate
these tasks [2]. Traditionally, these have followed algorithmic approaches exploit-
ing the knowledge of the engineer and the semantics of the modelling languages.
However, advances in Machine Learning (ML) and Natural Language Process-
ing (NLP) have prompted the exploration of radically new approaches. In these
approaches, models are embedded into vectors, and neural network (NN) ar-
chitectures are used to solve problems like model transformation [3], modelling
assistance [5] or model element renaming [14].

Our purpose is to construct a flexible workflow able to embed (meta-)models
in different ways, which can be used within NLP transformer-based architectures
[13] to support in the construction and emendation of models. In this paper, we
overview the techniques involved in the process and provide an initial proposal.

2 Language Modelling

At the core of our proposal underlies the concept of Language Model (LM). This
defines a probability distribution over each token within a sequence, conditioned
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on the sequence of tokens observed so far. That is, LMs compute p(xt|xc), with xt

the random variable representing the next token, and xc the sequence of tokens
in the context t. These models are powerful enough to generate meaningful
sequences of symbols, i.e., to generate new text [11].

In DL applications, an embedding is a low-dimensional, continuous learned
vector representation of categorical variables. NNs use embeddings to reduce the
dimensionality of the input data, decreasing the overall number of the network
parameters. A common embedding method in DL text applications is the word
embedding, which is a vector representation of a word, usually computed from
a LM. Works like word2vec [7] and Glove [9] learn word vectors from a large
corpus, and use them to calculate word and document similarity. In general, one
can train NNs using embeddings in order to build applications beyond the text
domain, by carefully choosing the right architecture.

The state of the art of LMs are the architectures based on transformers
like BERT [4], which are based on attention mechanisms [13] and masked LMs
(MLMs). The later is used for training, by masking some percentage of the input
tokens at random, and then predict those masked tokens. In this approach, a
polysemic word would have different vectors depending on the context, some-
thing that is not possible with word2vec, where the word vectors are fixed and
the context is not considered dynamically.

MLMs succeed on downstream tasks almost entirely due to their ability to
model higher-order word co-occurrence statistics [12]. They can be extended to
particular tasks, which makes MLM transformers a good (and preferred) choice
for language modelling. Our proposal is to use MLMs as a general mechanism
to solve MDE tasks, like completing or correcting models. In the first case,
masks are added to prompt the generation of new model elements; in the second,
existing elements are masked to obtaing alternative elements.

3 Proposed Approach

Training a LM requires a reasonable large corpus of input data. We have put
together a corpus of >9000 meta-models, extracted from [1] and [6].

Fig. 1 shows our pipeline to automate MDE tasks based on DL and trans-
formers. First, a pre-processing layer processes the corpus of input data. We
start from ecore/XMI files containing the (meta-)models, and parse them into a
JSON-based representation. This is convenient since most steps in the pipeline
use Python libraries, like NLTK, Pytorch or Tensorflow. The JSON file can be
reversed back to ecore/XMI, as well as be serialized into a textual Intermedi-
ate Representation (IR). While different IRs are possible, we are experimenting
with a simple IR for meta-models, similar to [14]. Based on the obtained re-
sults, we plan to experiment with other IRs for different tasks. As the next step,
the text corpus of curated meta-model information is fed into the transformer,
which once trained, generates the embeddings. We expect the attention mecha-
nism of the transformer to cope with the order of the elements in the serialized
representation (i.e., the order in which attributes or classes are serialized).

https://www.nltk.org/
https://pytorch.org/
https://www.tensorflow.org/
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Fig. 1: Our pipeline. First, the ecore/xmi files are parsed to JSON, and then to
an IR. After optionally applying a NLP pipeline, the tokens are fed to a LM
implemented by a transformer which generates feature vectors. These vectors
can be used for a particular application, or to predict the mask within a model.

As part of our pipeline, we have created a benchmark to measure the perfor-
mance of the resulting DL model, in terms of the quality of the completions it
generates. This benchmark comprises the text corpus written in the IR, as well
as a set of (meta-)models that must be prepared to be completed by the DL
model (by generating the missing information). Since we are using a transformer
MLM architecture, we use a special token (i.e., a mask) to hide information from
the (meta-)model. A benchmark of completion queries is generated starting from
the IR corpus and adding mask tokens iteratively. This permits replacing real
(meta-)model elements (words) with the mask, and then, asking the transformer
to predict them. This is a versatile way of rethinking some tasks in MDE, since
we are not limited to guess (recommending) just a single word, but a sequence
of words, i.e., model structure. From this, we can automate tests for different
MDE tasks and compare other models or IRs.

4 Related Work

There have been previous efforts along these lines such as [3], where model trans-
formations are defined by means of LSTM networks with attention mechanisms.
Despite the problem tackled (transformation) is outside our goals, this research
establishes a know-how for the application of DL to MDE problems. Nguyen
et al. [8] use CNNs to extract features from models to perform a classification
task over a two-dimensional image representation. Since Graph Neural Networks
(GNNs) offer a more direct representation of the structure of models, Di Rocco
et al. [5] propose a recommender based on graph kernels that uses graphs to
represent the context of classes (which are model elements).

These efforts are spare, but recent. Although there are many new approaches
to the classic problems in MDE, there is no consensus on which is the best
embedding and processing architecture for each problem. This is seemingly due
to the problem of finding a good representation and the lack of domain data.
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5 Conclusions and Future Work

In this paper, we have proposed a workflow to apply DL to MDE tasks. We are
currently working with word embeddings of a meta-model corpus. This requires
a fair amount of data to be collected and transformed into an IR. We intend
the latter to be close to natural language, since we want to train a LM based on
transformers or word2vec. To validate the models, we are crafting a benchmark
corpus for MDE tasks susceptible of being improved by the use of LMs.

In the future, we may extend the transformer model by means of GNNs ex-
ploiting the structure of (meta-)models, and create graph embeddings like those
produced with transformers for text. We are also studying attempts to incorpo-
rate knowledge bases (KB) into transformer architectures to generate enhanced
embeddings [10]. This could yield improved (KB-powered) recommendations and
completions without changing the underlying model overly.
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