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Abstract

Graph databases are now playing an important role, not only because they allow us
to overcome some limitations of relational databases, but also because they provide
a good model for searching the web. In particular, graph databases differ from
relational databases in that the topology of data is as important as the data itself.
Thus, typical graph database queries are navigational, asking whether some nodes
are connected by paths satisfying some specific properties.

While relational databases were designed upon logical and algebraic founda-
tions, the development of graph databases has been quite ad-hoc. In this sense,
the aim of this paper is to provide them with some logical foundations. In previous
work we introduced the navigational logic GNL (Graph Navigational Logic) that al-
lows us to describe graph navigational properties. Moreover, this logic is equipped
with a deductive tableau method that we proved to be sound and complete.

In the current paper, we show how graph queries à la Cypher can be expressed
using a fragment of GNL, defining for them a logical and an operational semantics.
Moreover, we show that this operational semantics is sound and complete.
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1. Introduction

Graphs are the underlying abstraction for most of real world systems and,
nowadays, computer science and technology widely provide resources to mine,
collect, store, inspect and, in general, handle them as real graphs. As a positive
effect, graph databases are becoming more and more relevant in several academic
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and industry fields (data science, social sciences, biology, health, finance, etc.).
Roughly, a graph database is a (large) graph whose nodes and edges store different
kinds of information. A significant issue is that graph databases differ from the
classical relational databases in that the topology of the data is as important as the
data itself. Thus, typical graph database queries are navigational, asking whether
some nodes are connected by paths satisfying some specific properties. In this con-
text, developing languages to inspect/interrogate/query graphs has become a major
issue and we can find a large amount of contributions in this direction in recent
years.

One of the most popular (meta)models for representing graph databases is the
property graph data model, which is a directed multigraph with labels on both
nodes and edges. Labeled nodes represent objects of some type, and a labeled
edge between nodes represents the fact that a particular type of relationship holds
between these two objects. In addition, (property, value) pairs associated with both
node and edges provide the capability to store data. An essential idea underlying
this concept that differs from other approaches, is the aim at representing, manag-
ing and querying graph databases as fully real graphs.

The development of graph databases has been quite ad-hoc to a large extent. In
particular, most foundational work on this topic has concentrated on the study of
computational models to study different complexity issues (see, e.g.,the excellent
survey [1]). In this sense, the aim of this work is to provide some logical foun-
dations for graph databases allowing us to study semantical issues of queries and
query languages. The approach is based on previous work on the definition of GNL

(Graph Navigational Logic) [2] a visual logic with more expressive power than
first-order logic, to describe graph navigational properties, i.e., properties about
the paths in a graph, and that is equipped with a deductive tableau method that we
proved to be sound and complete.

In particular, in this paper we define a core query language as a sublanguage of
GNL that is similar to Cypher or G-Core [3, 4], and provide a correct and complete
operational semantics with respect to its logical semantics.

2. Basic Concepts through a Running Example

In this section, we informally present some basic concepts underlying our pro-
posal. In particular, we present a running example that is used to intuitively present
the notions of property graph and of navigational pattern which are the basic struc-
tures underlying graph databases and graph queries, respectively. The running ex-
ample will also be used to introduce some other related notions, like schemas, used
to type property graphs. Then, in the second subsection, we describe the kind of
queries that are considered in the paper.

2



2.1. Property Graphs and Navigational Patterns

One of the most popular models for representing graph databases is the prop-
erty graph data model. A property graph is a directed graph whose nodes and
edges may include some properties (or attributes) consisting of a property name
and a value. We assume that the structure of a specific class of property graphs,
including the types of its nodes, edges, properties and data, is described by a (type)
graph called schema. For example, the graph on the left of Fig. 1 is a possible

Figure 1: Schema and a database fragment of a City Connection Network

schema for graph databases that store information about air and land connections
among airports and cities. This means that property graphs following that schema
include nodes representing cities and airports. Cities have their name as the only
property and can be intercity connected with airports, while airports have two prop-
erties, their code and the city to which they serve. Our schema also includes a
node that represents main airports, which are a subclass of airports inheriting the
properties and connections of its superclass, perhaps with additional properties and
connections. For example, main airports have terminals, a possible shuttle connec-
tion between terminals and a possible metro connection to the cities they serve, in
addition to the properties and connections of regular airports. In our schema there
are also different types of edges1 that relate these nodes. For instance, flights be-
tween two airports are represented by edges between them, whose properties are

1For simplicity, we may draw forward and backward edges of the same type and with the same
data as one double arrowed edge.
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their flight code, their airline and their price. Notice that we consider a partial order
relation � in the schema. There are two reasons for this. The first one is to allow
subclassing and inheritance among the classes of nodes in the graph. The second
reason is that in queries we may refer to nodes or edges whose class we do not
know and that must be discovered when solving the query. In these cases we will
assume that the type of these nodes or edges is the maximum with respect to �.

A property graph that may be a fragment of a database following this schema is
depicted on the right of Fig. 1, including a number of cities and airports and (some
of) their flight connections. For simplicity, in this graph, stored data as city names,
airport codes or airlines operating flights are overwritten on nodes and edges, and
types of nodes and edges are codified using colors and shapes of nodes and arrows.

Queries may involve graphs whose properties include variables, which we call
data variables, instead of values, to which they can be matched. Moreover, they
may include constraints over these variables. For example, on the left of Fig. 2 we
can see a pattern expressing that we are looking for a flight between Barcelona and
New York whose price is smaller than 500 euro. These graphs are called symbolic
property graphs2, following the notion of symbolic graph introduced in [5].

Figure 2: Property graph patterns on City Connection Network in Fig. 1

Queries may also involve references to paths in the given graph. For instance,
if we would like to know which possible connections exist between ‘Barcelona’
and ‘Los Angeles’, we would query about the existing paths in the graph between
the corresponding nodes. For instance, on the right of Fig. 2 we depict the con-
catenation of two patterns: a navigational graph pattern from n1 to n2 and the
(edge) graph pattern from n2 to n3, so that it states that there should be a con-
nection from some airport n1 nearby the city of ‘Los Angeles’ to some airport n3
nearby the city ‘Barcelona’ with code ‘BCN’, having a terminal 1. In addition,
this connection must consist of a connection (path) from n1 to an airport n2 nearby
the city of ‘London’, followed by some direct flight from n2 to n3. Notice that
α = ( f light|metro|intercity|shuttle)+ means that the path may combine any mode
of land transportation on the connection from n1 to n2.

2See the footnote in Def. 2 for further formal explanations.
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2.2. Graph Database Queries

In general, queries in standard graph database query languages [3, 4, 6] consist
of a sequence of match-clauses specifying how the elements in the answer have
to be matched in the database, together with constraints that the answer must sat-
isfy. The results of this matchings are subgraphs of the database that satisfy all the
clauses in the query. For example, in Fig. 3 we can see an example of a sequence
of match-clauses in a language close to Cypher and G-Core.

Specifically, the main ingredients of the kind of queries we will consider are:

• Node and edge typed variables: nodes and edges are denoted by variables n,
n1, n2, . . . , e, e1, e2, . . . . In the rest of the paper we call then node variables
and edge variables to be instantiated to the specific nodes and edges in the
graph database, respectively. Moreover, these variables are typed, e.g., n1 :
City, e : f light. If a variable is used without an explicit type declaration, we
assume that it is of any type (i.e. the top type of the inheritance relation).

• Atomic Patterns: Queries may include patterns to mean that the elements
they specify must exist in the graph database. Specifically, patterns can be
expressions of the form:

Node declarations: (n : type).

Direct relationships: (n1 : type1)− [e : type]−> (n2 : type2). For instance,
(a2 :Airport)− [e : f light]−> (a3 :Airport) specifies that there should
be an edge e of type f light from node a2 to node a3, both of type
airport.

Path relationships: (n1 : type1)− [α]−> (n2 : type2) to mean that there is
a pair of nodes n1 and n2 connected by a sequence of edges such that
the concatenation of its labels (types) satisfies the regular expression α

in the alphabet of types τ. For instance, (a1 : Airport)−[ f light+]−>
(a2 : Airport) is a path relationship stating that there should be a path,
consisting of edges of type f light going from node a1 to node a2, both
of type airport. Notice that this means that this connection excludes
a change of terminal in the path, since the edge label shuttle does not
belong to the alphabet of α = f light+. If the regular expression is
replaced by ∗, as in (a1)− [∗]−> (a2), this means that we do not care
about the types of the edges in the path.

• Constraints: Constraints on the values of the properties of nodes and edges
are used to restrict the search space. For instance, c1.name = ‘Barcelona’ or
e.price < 500.

5



• Match clauses: These clauses define patterns to be matched in the data base,
their form is MATCH P� (`1, . . . , `n2Φ), where P is a pattern, `1, . . . , `n is
an additional conjunction of (sub)clauses and Φ is a set of constraints on
the data variables of `1, . . . , `n. Subclauses must be satisfied but they are not
part of the solution provided. This means that we have to assume that the
matchings provided by subclauses are not visible. Match clauses may also
be negative, denoted NOT P, stating that it should not be possible to match P
satisfying the constraints in its scope. Notice that negative match clauses do
not have subclauses neither are navigational.

• Queries: A query q has the form `1, . . . , `n2Φq, where `1, . . . , `n are match
clauses constrained by Φq that specifies the solutions of the query.

For example, the query in Fig. 3 asks for a connection from the city ‘Los Angeles’
to some city c2, followed by a connection from c2 to the city ‘Barcelona’. This
means that solutions of this query must consist of a sequence of edges from the city
node whose name is ‘Los Angeles’ to some city node c2, followed by a sequence
of edges from c2 to the city node whose name is ‘Barcelona’. More precisely,
these connections are specified by the four clauses in Fig. 3 (or, as can be seen
graphically, in the figure at the left of Fig. 4) as follows: Match-clause (1) asks
for a direct connection from the city of ‘Los Angeles’ to some airport of ‘Los
Angeles’. Notice that no type is assigned to edge variable e1, this means that any
kind of transportation is accepted. Match-clause (2) asks for a sequence of flights
from airport a1 to a2, such that, according to the inner match subclause, the city
associated to a2 is c2 and there must be a metro connection between a2 and c2.
Notice that, according to the visibility convention, the city matched to c2 and the
metro connection should not be part of the solutions of the query, unless it is part
of a path instatiating a pattern in the main clause, as it happens in the second graph
solution depicted in Fig. 4. Match-clause (3) asks for a direct flight from a2 to
a3, such that the airline of this flight is ‘BR’. Finally, match-clause (4) asks for a
connection from some airport nearby ‘Barcelona’ to that city such that that there
should not exist an inter-rail connection from that airport to Barcelona. Then, for
instance, the two graphs depicted at the top of right of Fig. 4 satisfy the clauses of
the query for two different instantiations of the path from a1 to a2. However, the
graph on the bottom right of Fig. 4 is not a solution because it does not satisfy the
negated inner clause requiring that there is no inter-city connection from a3 to c3.

3. Logical Semantics of Graph Database Queries

As said in the introduction, GNL is a logic for reasoning about navigational
properties of graphs with more expressive power than First-Order Logic. Then, in
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(1) MATCH (c1 :City)−[e1]−> (a1 :Airport)
(2) MATCH (a1 :Airport)−[∗]−> (a2 :Airport)�

MATCH (a2 :Airport)<−[:metro]−> (c2 :City) 2 a2.city = c2.name
(3) MATCH (a2 :Airport)− [e : f light]−> (a3 :Airport)
(4) MATCH (a3 :Airport)−[e2]−> (c3 :City)�

NOT (a3 :Airport)−[: intercity]−> (c3 :City)
2 a1.city = c1.name = ‘Los Angeles’,e.airline = ‘BR’,a3.city = c3.name = ‘Barcelona’

Figure 3: A query to the City Connection Network in Fig. 1

Figure 4: The navigational query in Fig. 3 and (correct and wrong) answers.

our view, a query is just a special kind of formula in GNL. However, instead of
defining the complete syntax of formulas in GNL and, then, defining the fragment
used in this paper, we will directly define this fragment. For this purpose, first
notice that atomic patterns of the form (n : t), (n1 : t1

e:t→ n2 : t2) or (n1 : t1
α⇒ n2 : t2),

as introduced in the previous section, can be considered atomic property graph
patterns. In particular, when we write P = (n1

α⇒ n2) we mean the navigational
pattern consisting of a graph with nodes n1 and n2 and the specification of a path
from n1 to n2 labelled with α. Similarly, we may write P = (n1

e:t→n2) to denote the
edge pattern consisting in a graph with nodes n1, n2 and an edge e from n1 to n2
of type t. A simpler atomic pattern can be of the form (n : t) denoting a graph with
a node n of type t. In every case, properties of nodes and edges are determined by
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their types according to the given property graph schema.

Definition 1 (Syntax of Match-Clauses and Queries). A match-clause is a literal
` of the form P� (`2Φ) or ¬P such that

• P is an atomic pattern of the form (n :t), (n1 :t1
e:t→ n2 :t2) or (n1 :t1

α⇒ n2 :t2),

• `= `1, . . . , `n, n≥0, is a possibly empty sequence of literals, and

• Φ is a set of constraints on the data variables in the patterns of `.

Finally, a query is a constrained sequence of clauses q = `1, . . . , `n2Φq.

For instance, the figure on the left of Fig. 4 represents the query in Fig. 3, where
boxes stand for scope contexts and the inclusion of scopes is implicitly assumed.
Specifically, the outermost box represents the global pattern context and the two
immediately inner boxes represent the two nested match clauses in Fig. 3.

Without loss of generality, we will assume that in a conjunction ` positive
literals occur first than negative literals, i.e., that ` = `1, . . . , `n is of the form
(P1�(`12Φ1)), . . . ,(Pk�(`k2Φk)),¬Pk+1, . . . ,¬Pn. Moreover, we will often iden-
tify a conjunction `1, . . . , `n with the set {`1, . . . , `n}. We will also assume that if
`= P� (`

′
2Φ) is a literal in a query q and x is a data, node, or edge variable in `

′

not occurring in P, then x does not occur in any other literal in q.
In order to define satisfaction, we need first to define proper notions of context

of patterns and matching as follows3:

Definition 2 (Context of Patterns and Matching). A context of patterns or just
context for short, is an object, written Q =

⋃
1≤i≤m{Pi}2ΦQ, where ΦQ is a set of

constraints on the data variables in the set of patterns {P1, . . . ,Pm}. Let us denote
as⇒Q⊆{Pi}1≤i≤m the set of all navigational path patterns in the context Q.

Given a context Q and a graph G, a matching of Q into G, written m :Q→G,
is a mapping of every node and edge in Q into a node and edge in G, respectively,
preserving the graph structure and types4 and satisfying the following conditions:

3In an ongoing longer version of this work, matchings are indeed formally defined as morphisms
in a precisely defined class of navigational symbolic property graphs. Specifically, both graphs and
context of patterns are represented in this class as objects of the form Π = (G,⇒Π,τ)2Φ where G
is a plain graph, ⇒Π is a set of path patterns, τ is a typing morphism, and Φ is a set of constraints
on the data variables. For instance, symbolic graphs G are objects such that⇒Π= /0 and, in addition,
(ground) property graphs, as graph databases, are such that Φ has a unique solution. On the contrary,
every context of patterns Q defines and object ΠQ such that GQ is the plain graph containing every
node and edge in the direct patterns in Q, ⇒ΠQ

is a set of path patterns in Q, and τQ is the typing
morphism defined by the type declarations in patterns of Q.

4That is, matchings must be morphisms.
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i) Constraint particularization: ΦG implies m(ΦQ)

ii) Path refinement: for every path pattern (n1 :t1
α⇒ n2 :t2) ∈⇒Q, there is a path

(concatenation of edges) m(n1)
e1:t1→ ··· ek:tk→ m(n2) in G instantiating it, that

is, t1 · · · tk∈L(α).

We write Q1
a
↪→Q2 to denote the inclusion of contexts (instead of just Q1⊆Q2) in

order to make explicit its name a. Inclusions of patterns are more sophisticated
than inclusions of sets. In particular, nodes, edges and properties of Q1 are in-
cluded in Q2, but paths in Q1 are instantiated by paths in Q2. Moreover, given two
navigational patterns P and P′, such that P′ is a refinement of P, the pattern inclu-
sion Q

a
↪→Q[P/P′] with Q[P/P′] = Q∪P, is called a refinement of Q by P′. We also

extend this notation to Q[A/f ] = Q∪
⋃

p∈A f (p) to mean that Q is refined by replac-
ing5 a subset of patterns A by f (A) for some mapping of patterns f . Specifically, a
mapping f :⇒Q→S is called a path assignment if, for every P∈⇒Q, f (P) is a path
instantiating P.

The basic idea in GNL is that clauses and queries are satisfied by a graph if it
is possible to match every positive literal to the given graph, whereas there is no
compatible match for none of the patterns in negative literals. However, in general,
the satisfaction of a given clause must be relative to the surrounding context. For
instance, if ` is included in a subclause of a clause `′, then the satisfaction of `
is meaningful only in the context of the satisfaction of `′. For this reason, our
notion of satisfaction is defined relative to a given context. Specifically, every
sequence of constrained match-clauses `2Φ, with ` = (P1 � (`12Φ1)), . . . ,(Pk �

(`k2Φk)),¬Pk+1, . . . ,¬Pn, defines a context Q`2Φ
=

⋃
1≤i≤k{Pi}2Φ. The context

Qq defined by a query q = `2Φq is called the global context of q. Then, every
sequence of constrained match-clauses `2Φ must be satisfied taken into account
the context where it is embedded. Therefore, queries must be satisfied in the empty
context.

Definition 3 (Satisfaction of Match-Clauses). Given a navigational pattern Q and
a matching m :Q→G, the satisfaction of match-clauses in the context Q is induc-
tively defined as follows:

• G,m |=Q `2Φ if there exists a matching m′ :Q∪Q`2Φ
→G such that m=m′◦a6

with Q
a
↪→Q∪Q`2Φ

, and G,m′ |=Q∪Q`2Φ
`i, for every i, 1≤ i≤ n

5In fact, it is possible to prove that the pattern Q[P/P′] =Q∪P and the one obtained by an effective
replacement of P by P′ in Q, are isomorphic.

6Where ◦ is the standard morphism composition.
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• G,m |=Q P� (`2Φ) if there exists a pattern morphism m′ :Q∪P→G such
that m = m′◦a with Q

a
↪→Q∪P, and G,m′ |=Q∪P `2Φ

• G,m |=Q ¬P if G,m 6|=Q P

Then (G,m) satisfies a query q = `2Φq if G,m |= /0 `2Φq, just written as G,m |=
`2Φq.

We could think that the model-theoretic semantics of a query q = `2Φq, i.e. the
set of its correct answers, should be the set of graphs G, such that G⊆GDB and
G,m |= q, for some morphism m :Qq→G. However, this is not adequate for the
following reasons: The first one is that m may be not defined on all the elements
included in q. The reason is that those elements may only be mentioned in some
internal subclause and, according to the visibility rule described for match clauses
in Subsect. 2.2, their matching would not be included in the answer G. Moreover,
defining the answers G as models of q may not be even correct, since GDB may
not satisfy q for the same morphism m. The reason is that q may include negative
clauses that are satisfied by G but not by GDB. For instance, suppose that q in-

cludes the pattern ¬(n1
e→n2) and GDB includes an edge from node n′1

e′→n′2. Then,
GDB,m 6|=Qq q for a match m mapping n1,n2,e to n′1,n

′
2,e
′, respectively. However, if

G includes n′1,n
′
2 but no edge from n′1 to n′2, then G,m |= q but it would be wrong

answer of q. Therefore, any chosen match m :Qq→G to check if G is an an-
swer, must be required to be a correct match in the sense that GDB, iG◦m |= q, with

G
iG
↪→ GDB. Notice that the above arguments lead us to the similar ideas in CLP,

where the answers for a query q = `2c to a CLP-program P, are those constrains d
such that P∀ |=(c∧d→`)∀. Now, in GNL a similar idea can be translated as follows:
A graph G is an answer to q, if G,m |= Qq (that is, Qq

m→G) implies GDB, iG◦m |= q.
However, this is not still enough since we are interested in models that are, in some
sense, minimal but the above definition does not ensure any form of minimality. A
possible solution could be to additionally require the answer G to be the image of
the morphism iG◦m :Qq→GDB, but, this is still not adequate. The reason is that
morphisms only map node- and edge- variables in Qq to nodes and edges in GDB,
but not paths. Hence, unfortunately, the image of iG◦m would not include specific
paths that instantiate the path expressions in Qq. For instance, in the case of the
query described in Fig. 3, iG◦m(Qq) would not include any path connecting the
airport of ‘Los Angeles’ with the airport m(a2). Then, to avoid this problem, we
will define the set of correct answers of a query q as the set of images of morphisms
iG◦m′ :Q′q→GDB, where Q′q is obtained from Qq by replacing its path expressions
by some specific paths in GDB. More precisely:
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Definition 4 (Correct Models and Correct Answers). The set of correct matchs
of `2Φ in a graph database GDB with respect to a context Q, is defined as follows:

MGDB(Q, `2Φ) = {(G,m) | Q m→G
iG
↪→GDB∧GDB, iG◦m |=Q `2Φ}

Then, we say that (G,m) is a correct answer of a query q, denoted (G,m) ∈
AnsGDB(q), if (G,m)∈MGDB(Qq[⇒Qq /f ],q) for some path assignment ⇒Qq

f→ S
and the matching Qq[⇒Qq /f ] m→G is surjective.

As a direct consequence of the surjectivity of m and the unicity of epi-mono decom-
positions, we have that correct answers to a query q are minimal correct models of
q in the following sense:

Proposition 1 (Correct Answers are Minimal) Let (G,m,)∈MGDB(Qq[⇒Qq/f ],q).
Then, G∈AnsGDB(q) if, and only if, for every other (G′,m′)∈MGDB(Qq[⇒Qq /f ],q)

such that G′
i
↪→G and m = i◦m′, G′ and G are isomorphic.

For instance, both graphs at the top right of Fig. 4 are correct minimal answers of
the query in Fig. 4 corresponding to different instantiations (path assignments) of
the pattern path from a1 to a2.

4. Operational Semantics

In this section, we present an abstract operational semantics for our language
of queries that defines how we can derive answers for queries to a given graph
database. This semantics is sound and complete with respect to the logical seman-
tics defined above.

Our semantics, which is inspired on the semantics of (constraint) logic pro-
grams, is given in terms of derivations from a set of goals using resolution-like
rules so that, an answer is obtained when goals are completely reduced. Specifi-
cally, derivations are (finite or infinite) sequences of states,

σ0  GDB . . .  GDB σi  GDB σi+1  GDB . . .

where, at each step, we bind some node, edge or data variables of the given query
to some nodes, edges and values of the GDB, and where every state σi+1 is derived
from σi using some given rules described below.

One of these derivation rules is based on unfolding path patterns. For example,
given a path pattern P = (n1

α⇒n2) where α is the regular expression α = a∪ab+∪
ac+∪c. If we want to match P to some path in GDB, we will unfold this path
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pattern by one of the following possible patterns: (n1
e1:a→ n2), (n1

e2:c→ n2), or (n1
e3:a→

n αa=⇒n2), where n,e1,e2 and e3 are fresh new node and edge variables, and αa =
b+∪c+. More precisely, when trying to solve P, we will generate new literals
(n1

e1:a→ n2), (n1
e2:c→ n2), or (n1

e3:a→ n),(n αa=⇒n2), by replacing in the current state the
pattern (n1

α⇒ n2) by one of these three refinements and then, continue trying to
solve it. Therefore, to define the possible unfoldings of a path pattern P = (n1

α⇒
n2), we need to state how we can decompose α, defining all its unfoldings. In
particular, it is enough to notice that, by factoring out the first symbols in a regular
expression, for every expression α over an alphabet7 A, there are sets S0,S1 ⊆ A,
and expressions αt for each t ∈ S1 such that α≡

⋃
t∈S0
{t}∪

⋃
t∈S1
{t}·αt , called the

disjunctive decomposition of α. Moreover, disjunctive decompositions are unique
and finite, provided that A is finite. For example, given α = a∪ab+∪ac+∪c,
S0 = {a,c}, S1 = {a} and αa = b+∪ c+.

Definition 5 (Unfolding of Path Patterns). Given a pattern P = (n1
α⇒n2), where⋃

t∈S0
{t}∪

⋃
t∈S1
{t}·αt is the disjunctive decomposition of α, the set of unfoldings

of P is:

U(n1
α⇒n2) = {(n1

e:t→n2) | t∈S0 and e is a fresh new edge} ∪
{(n1

e:t→n αt=⇒n2) | t∈S1, n and e are fresh new node and edge, resp.}

It is easy to see [2] that, for any context Q, the condition
∨

P′∈U(P)Q[P/P′]2true is
a tautology over Q.

States keep track of the clauses to be solved and of the bindings computed by
the derivation sequence. More precisely, a state consists of four components: the
set of clauses to be solved; a set of constraints on the data variables, including the
original constraints, together with the bindings of the data variables that have been
already computed; a set of equality constraints specifying the bindings on node
and edge variables that have been computed; and, finally, a context Q refining the
global context of the query, Qq, by the bindings of path patterns that have been
computed by unfolding steps.

Definition 6 (States and Bindings. Initial State). Given a graph data base GDB

and a query q, a state σ over q is a tuple, written σ = (`2Φ,Ψ,Q) where

(a) `, the current goal, is a sequence of match-clauses (literals) to be solved.
(b) Q, the current computed global pattern, is a refinement of the global context

Qq of q obtained by unfolding the path patterns already solved.
(c) Φ,Ψ are the current constraints defining the bindings of the state:

7We assume a finite fixed alphabet of labels consisting of the label types.
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• Φ is a set of constraints binding the solved data variables of q to con-
crete values in GDB,

• Ψ is a set of constraints binding the solved node and edge variables of
Q to specific nodes and edges in GDB, respectively.

If q= `q2Φq then σ0 = (`q2Φq, /0,Qq) is the initial state, representing that nothing
from q = `1, . . . , `n2Φq has yet been solved.

Let us now introduce the derivation rules. For this purpose, we consider that a
pattern matching P m→ GDB agrees with a state σ = (`2Φ,Ψ,Q) if, for every o∈
P, it is satisfied that o= o′ ∈Ψ implies o m7→ o′. Consider a derivation state σi =
(`i2Φi,Ψi,Qi) and assume that a literal ` is selected in `i, i.e. `i = `,`

′
, where

we have underlined the selected literal. Then, we can derive a new state σi+1 =
(`i+12Φi+1,Ψi+1,Qi+1), written σi GDB σi+1, if we can apply one of the following
rules:

(R1) If `= P� (`2Φ) and P is of the form (n : t) or (n1 : t1
e:t→ n2 : t2), then:

(P� (`2Φ), `
′
2Φi,Ψi,Qi)  GDB (`,`

′
2Φi+1,Ψi+1,Qi+1)

if there is a matching g : P2Φi|var(P)→GDB that agrees with σi, and Φi+1 =
Φi∪Φ is satisfiable.
Then, GQi+1 = GQi and node- and edge-variable bindings Ψi are updated ac-
cording to the matching g:

Ψi+1 =

{
Ψi∪{n1 = g(n1),n2 = g(n2),e = g(e)} if P = (n1 : t1

e:t→ n2 : t2)
Ψi∪{n = g(n)} if P = (n : t)

Notice that this can be consistently done because g must agree with the cur-
rent binding Ψi in order to apply this reduction.

(R2) If `= ¬P and there is not a matching g :P2Φi|var(P)→GDB that agrees with
σi, then:
(¬P, `

′
2Φi,Ψi,Qi)  GDB (`

′
2Φi,Ψi,Qi)

(U1) If ` = P� (`2Φ), with P = (n1 : t1
α⇒ n2 : t2), and the chosen unfolding is

u = (n1
t→n2) , then, (n1

t→n2) is reduced if the conditions of rule (R1) are
satisfied, i.e.:
(P� (`2Φ), `

′
2Φi,Ψi,Qi)  GDB (`,`

′
2Φi+1,Ψi+1,Qi+1)

Then, Qi+1 = Qi[(n1
α⇒n2)/(n1

t→n2)], Φi+1 = Φi∪Φ and Ψi+1 = Ψi∪{n1 =
g(n1),n2 = g(n2),e = g(e)}.

(U2) If ` = P� (`2Φ), with P = (n1 : t1
α⇒ n2 : t2), and the chosen unfolding is

u = (n1
t→n αt⇒n2) then, (n1 :t1

e:t→n) is reduced if the conditions of rule (R1)
are satisfied, and P is replaced by (n αt⇒n2 : t2), i.e.:
(P� (`2Φ), `

′
2Φi,Ψi,Qi)  GDB ((n αt⇒ n2 :t2)�(`2Φ), `

′
2Φi+1,Ψi+1,Qi+1)
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Then, Qi+1 =Qi[(n1
α⇒n2)/(n1

t→n αt⇒n2)], Φi+1 = Φi and Ψi+1 = Ψi∪{n1 =
g(n1),n = g(n),e = g(e)}.

As in CLP, every derivation is indeed a refutation process consisting of the re-
duction of all the literals in the query. Then, logical correctness means that, if
σ1 GDB σ2, every model in the state σ2 must be a model in the state σ1:

Theorem 1 (Logical Correctness of Rules) Consider two states σi =(`i2Φi,Ψi,Qi),
i = 1,2, such that σ1 GDB σ2, using one of the rules (R1), (R2), (U1) or (U2).
Then, in every case, we have that Q2 is a refinement of Q1, so Q1

a
↪→Q2. In ad-

dition, for every Q2
m→ GDB that agrees with σ2, then GDB,m |=Q2 `22Φ2 implies

GDB,m◦a |=Q1 `12Φ1.

As usual, we say that a derivation is fair if it is either finite or every literal appearing
in it, including every new literal that can be obtained by unfolding, is eventually
selected. A selection rule is fair if every derivation via it, is fair. Assume a fair
selection rule.

Definition 7 (Successful Derivations and Computed Answers). A derivation for
a query q = `2Φq is successful if it is finite and ends with a state of the form
(2Φ,Ψ,Q). Then, we define the set of all computed answers of q, as follows:

OGDB(q) = {(G,m) | (q,true,Qq)
∗
 GDB (2Φ,Ψ,Q)∧ (G,m) = evalΦ,Ψ(Q)}

where (G,m) = evalΦ,Ψ(Q) is such that m is the mapping GQ2Φ|var(Q) in GDB

defined for every element o∈Q as m(o) = o′ if o = o′∈Ψ, and G is the image by
m of GQ2Φ|var(Q) in GDB.

In order to prove soundness of OGDB, next theorem proves that the construction
(G,m) = evalΦ,Ψ(Q) is well defined so that (G,m) constitutes a correct logic
matching of the final computed state (2Φ,Ψ,Q) in GDB. To prove that the op-
erational mechanism is complete, the theorem uses structural induction to prove
that for every correct answer (G,m)∈AnsGDB(q) it is possible to built a successful
derivation ending in the state (2Φ,Ψ,Q) such that (G,m) = evalΦ,Ψ(Q).

Theorem 2 (Soundness and Completeness) For every fair selection rule, and ev-
ery query q to a graph database GDB, we have that OGDB(q)=AnsGDB(q).

5. Related Work and Conclusions

As said in the introduction, most foundational work on graph databases has
concentrated on the study of computational models to study different complexity
issues (see, e.g., [7, 8, 1]).
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The definition and study of logics for reasoning about graphs has its origins in
the work of Courcelle (see e.g. [9]). A variation of that approach is presented in
[10]. Both approaches are quite abstract since they deal with graphs with no stored
values (i.e. without properties), which means that they can be considered of limited
interest when working on graph databases. Some work that is closer to what we
propose is [11], where the authors define a formal model based on modeling edges
as predicates. The problem is that this is a limitation, since it implies that, for each
type of edges, we can have at most one edge between two nodes. This is adequate
when working in the context of RDF databases and SPARQL [6], but not when
working in the context of property graphs databases.

A very recent and interesting work is [12], where the authors propose a core
query language based on defining a set of operations for defining queries (like
JOIN, UNION or FILTER) and where the operational semantics of a query (an
expression built over these operations) is defined in terms of rewriting. This se-
mantics is shown to be sound and complete, with respect to a given set-theoretic
semantics. As we can see, this approach is complementary to ours, in the sense
that, setting an analogy to relational databases, our approach would correspond to
the relational logic view of databases, while the approach in [12] would correspond
to the relational algebra view.

In this work, we have proposed a logical framework, based on the navigational
logic GNL,[2], for defining and studying the semantics of graph database query
languages. In particular, we show how logical queries à la Cypher [3] can be seen
as GNL formulas, and we have defined an operational semantics that is sound and
complete with respect to a given logical semantics.

We are currently interested in two extensions of this work. On the one hand,
we think that it would be interesting to study the relation between our approach
and the approach presented in [12], trying to achieve a connection between the
two formalisms that is similar to the connection between relational logic and rela-
tional algebra for relational databases. On the other hand, we would like to study
the extension of our formalism with extralogical constructs, to achieve a similar
expressive power as Cypher or other similar query languages.
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