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Abstract. The provision of assurances for self-adaptive systems presents its chal-

lenges, since uncertainties associated with their operating environments often

hamper the provision of absolute guarantees that system properties can be sat-

isfied. In previous work, we defined a development-time approach for the evalu-

ation of self-adaptive systems that relies on stimulation and probabilistic model-

checking to provide levels of confidence regarding service delivery. However,

development-time evaluation has limitations due to the dynamic nature of self-

adaptive systems, whose behavior depends on run-time conditions that continu-

ously change. In this paper, we discuss the challenges and issues posed by the

shift of resilience evaluation from development-time to run-time.
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1 Introduction

Despite recent advances in self-adaptive systems, a key aspect that still remains a chal-

lenge is the provision of assurances, that is, the collection, structuring and combina-

tion of evidence that a system satisfies a set of stated functional and non-functional

properties during its operation. The main reason for this is the high degree of uncer-

tainty associated with changes that may occur to the system itself, its environment or its

goals [3]. In particular, since the behavior of the environment cannot be predicted nor

controlled by the system (e.g., load, network conditions, etc.), this prevents obtaining

absolute guarantees that system properties can be satisfied. Moreover, unlike in con-

solidated model-based verification and validation techniques, models in self-adaptive

systems cannot be assumed to be fixed since changes that might affect the system, its

environment or its goals might also affect the models.

This intrinsic uncertainty associated with self-adaptive systems has established the

need to devise new approaches for assessing whether a set of stated properties are sat-

isfied by the system during operation while changes occur. A major requirement for

these approaches is that they need to be able to provide levels of confidence, instead

of establishing absolute guarantees about property satisfaction. But for that, there is the

need to determine what are the limits of the system when facing changes while still

providing a service that can justifiably be trusted (i.e., the avoidance of failures that are

unacceptably frequent or severe) [10].
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In a previous paper [2], we proposed an approach based on system environment

stimulation and probabilistic model-checking, for the evaluation of self-adaptive sys-

tems whose environment exhibits stochastic behavior [7]. This approach enables rea-

soning in terms of probabilities and quantification of levels of confidence regarding

the satisfaction of system properties. However, that approach has some limitations de-

rived mainly from the fact that property verification is carried out at development-time,

and feedback regarding probabilities cannot be exploited by the self-adaptive system,

which is inherently of a dynamic nature. This paper discusses challenges posed by the

shift of probabilistic evaluation of resilience properties in self-adaptive systems from

development-time to run-time, proposing new ideas to overcome current limitations

and integrating the process into the closed control loop characteristic of self-adaptive

systems.

The rest of this paper is organised as follows. Section 2 introduces some background

regarding the model of self-adaptive system and the kind of properties that we deal with

in our approach. Section 3 overviews our approach to probabilistic resilience evaluation

for self-adaptive systems. Section 4 discusses the limitations of the existing approach

and outlines a run-time approach to overcome them. Finally, Section 5 outlines future

research directions.

2 Background

In this section, we introduce some key concepts in relation to the evaluation of resilience

in self-adaptive systems (sometimes referred to as autonomic, self-managed, or self-

healing), in the context of the MAPE-K control loop [8]. Concretely, we focus on the

kind of systems that exploit architectural models as part of their knowledge base for

reasoning about the system under management [5,11].

Operational Profiles. Within a self-adaptive system, we distinguish between a con-
ventional operational profile in which the system is operating without experiencing

any anomalies, and non-conventional operational profiles associated with changes in

the environment that induce anomalies in the system (typically triggering adaptations).

Therefore, an adaptation is triggered as a response to a system anomaly caused by a

change in the environment of the system. When the system experiences an anomaly, it

goes from its conventional operational profile into a non-conventional operational pro-

file. As a general rule, the intended purpose of the adaptation is steering the system back

to its conventional operational profile.

Adaptations. We define adaptations in terms of: (i) applicability conditions, (ii) in-

tended effects on the system, and (iii) expected deadline to fulfill its intended effect.

Hence, we abstract away from the specific actions that a particular adaptation carries

out. An adaptation is always related to a non-conventional operational profile through

its applicability condition (i.e., typically, an anomaly that triggers the adaptation).

Non-Conventional Operational Profile Models. A system model consists of a set of

non-conventional operational profile models, each of which is associated with a set of

adaptations through their applicability condition. To model the probabilistic behaviour
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of our system we employ Discrete-Time Markov Chains (DTMCs) [9], defined as state-

transition systems augmented with probabilities. DTMCs are discrete stochastic pro-

cesses where the probability distribution of future states depend only upon the current

state. Concretely, initial states in the models correspond to those in which the system en-

ters the non-conventional operational profile, and the state space of each of the models

includes all the states reachable from initial states, before the maximum of the deadlines

for adaptations expires.

Resilience Properties. To express resilience properties, we use Probabilistic Compu-

tation Tree Logic (PCTL) [1]. PCTL provides a probabilistic operator that enables the

quantification of the probability of satisfaction of an PCTL path formula. In particular,

we can verify properties that represent the response (effect of adaptation) to a particular

change (anomaly that triggers it) in the environment of the system. These properties

include a probability bound and a time bound, and are instanced by using probabilistic

response patterns [6]. With these patterns, we can express properties such as: “When
response time in the system goes above threshold MAX RSPTIME , the probability of lowering
response time below MAX RSPTIME in 120 seconds is greater than 0.85”.

3 Resilience Evaluation in Self-Adaptive Systems

In a nutshell, evaluating the kind of resilience properties described in the previous sec-

tion in a self-adaptive system consists in stimulating its environment in a controlled

way to exercise its adaptive capabilities, and to collect data about how the system reacts

to those environmental changes. The collected data is aggregated into a probabilistic

model of the system’s behavior that will be used as input into a model checker for

evaluating whether system properties are satisfied within certain confidence levels. Our

approach consists of four basic steps (Figure 1) [2]:
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Fig. 1. Overview of resilience evaluation.
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1. Stimulus generation. Determines how the system’s environment should be stimu-

lated to collect information relevant for the properties of interest. Stimulation is based

on system adaptation alternatives, domain knowledge, and the properties to be veri-

fied. To obtain a representative operational model of the system, we need to subject its

environment to equally representative changes. A changeload is a collection of scenar-

ios comprising representative changes of the environment that stimulate the system’s

adaptive capabilities, enabling us to observe its response.

2. Experimental data collection. Stimulates the system’s environment according to the

changeload. The environmental stimulation is performed using effectors (i.e.. levers)

to trigger adaptation in the system for collecting information, in the form of traces,

about its behavior while undergoing adaptation. The information collected corresponds

to time intervals that start when an anomaly occurs, and end when the deadline to fulfill

adaptation goals expires. Information contained in the traces is mapped from properties

of interest, which is part of the architectural model of the managed system, which is

kept by the self-adaptive manager.

3. Model generation. Aggregates execution traces for each non-conventional opera-

tional profile to build its corresponding probabilistic model.

4. Property verification. Checks system properties against the obtained probabilistic

models. To verify properties, we need to translate the probabilistic models obtained

for each of the non-conventional operational profiles into an appropriate language to

be used as input to a probabilistic model checker. Concretely, we use PRISM 3, which

enables the verification of PCTL formulas against DTMC models.

4 Towards Run-Time Resilience Evaluation

The aim of the approach described in the previous section is enabling engineers to

obtain an estimation of the system’s resilience. However, the evaluation process pre-

sented above is sequential and external to the feedback control loop of the self-adaptive

manager, preventing the incorporation of run-time information in the decision-making

process regarding adaptation. Since our goal is to exploit the feedback provided by the

evaluation process to improve the operation of the self-adaptive system (e.g., safety,

performance), we propose the integration of the resilience evaluation process into the

feedback control loop of the self-adaptive manager. Concretely, our proposal consists in

embedding a second type of loop running in parallel with the MAPE-K loop (Figure 2).

The purpose of such loop (referred in the following as MAV - Monitor/Aggregate/Ver-

ify) is the continuous update of the quantified probabilities associated to system prop-

erties to be associated with the analysis and planning activities of the MAPE-K loop.

However, this approach raises new challenges, namely:

Probabilistic model reliability. For evaluating resilience during development-time, a

specifically tailored environmental changeload to trigger adaptation is used for stim-

ulating the system’s environment. In contrast, during run-time resilience evaluation,

the evaluation has to rely on the conditions prescribed by the environment of the sys-

tem. A major advantage for providing the means for collecting and analyzing informa-

tion at run-time based on the actual operational conditions of the system, rather than

3 http://www.prismmodelchecker.org

606 Javier Cámara and Rogerio De Lemos



Self-Adaptive Manager

Planner Analyzer

Managed System

Planner MAV Manager

Architecture 
Model

Environment

Execution 
Traces

Probabilistic 
Model

Monitor

Aggregate

Verify
Properties 

(Action Impact)

ProbesEffectors

Φ

Analyzer MAV Manager

Architecture 
Model

Execution 
Traces

Probabilistic 
Model

Monitor

Aggregate

Verify
Properties

(Adaptation 
Applicability 
Conditions)

%

Quantified 
Probabilities

Φ

Architecture 
Model

Executor Monitor

%

Quantified Impact 
(Rewards)

Fig. 2. Overview of run-time resilience evaluation.

changeload-based stimulation, is that in the long run high levels of confidence can be

obtained since over time models will be adjusted to the drifting conditions of the sys-

tem environment. However this has some drawbacks since the information about the

system’s behavior will be scarce during the initial period of the operational lifetime of

he system and hence, the probabilistic models have to adjust before starting to yield

reliable probability measures. A major challenge in this area is determining how reli-

able are probability estimations, based on the set system observations available (e.g., in

terms of coverage, etc.).

Integration. The main benefit of introducing a MAV loop for obtaining probabilities

in the self-adaptive manager is that the MAPE-K loop can employ this information to

make better informed decisions. However, making probabilistic information about prop-

erties available to the different MAPE-K activities is only the simpler aspect of integrat-

ing MAV into MAPE-K. The most challenging aspect consists in revisiting MAPE-K

activities, approaching them in such a way that they can benefit from this new feedback:

(i) analysis can benefit from sophisticated triggering conditions for adaptation, which

may include probabilities (in contrast with simpler options, such as the violation of a

constraint of the architecture model). For instance, an adaptation to reduce the number

of operating servers in a system can include a condition such as “The probability of
exceeding the system’s operating budget in the next hour is above 90%”; and (ii) plan-

ning can benefit from estimations of the impact of carrying out a particular action on

the system during adaptation, such as: “The expected decrease on response time be-
low MAX RSPTIME in 60 seconds is X if server A is activated”. In this example, the model

checker can quantify 4 the value of X, and this kind of information can be incorporated

when choosing the best actions for planning adaptation.

Deployment and Efficiency. The activities in the MAV loop have to be carried out in

parallel with those in MAPE-K. However, the Analyzer and Planner need to evaluate

different kinds of properties, so each one of them must have a dedicated MAV loop that

is going to control the concrete MAPE-K activity by adjusting the probabilistic param-

4 Impact is quantified by extending DTMC models with rewards [9].
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eters used in it. This requires the use of a separate model-checking engine to carry out

verification in each one of the MAV loops. In the case of model generation, a common

aggregator module from which the MAV managers can extract probabilistic models can

help to avoid duplicating model construction, even if aggregation is separated at the

conceptual level in the two MAV loops (Figure 2). Moreover, one needs to consider that

probabilistic model checking is a resource-demanding process, though there are some

approaches that already tackle efficient probabilistic model checking at run-time [4].

However, they still have some limitations regarding their functionality with respect to

full-fledged probabilistic model-checkers, such as PRISM. Anyway, continuous run-

time evaluation can have a dramatic impact on performance, so efficient algorithms

have to be encompassed with careful optimization of the models and smart schedul-

ing of verification (e.g., avoid recomputing probabilities if no significant changes in the

corresponding probabilistic model have occurred).

5 Conclusions

Our immediate goal is tackling the aforedescribed challenges, validating our approach

by endowing Rainbow, a platform for architecture-based self-adaption [5], with prob-

abilistic evaluation capabilities (integrating PRISM as engine for verification of prob-

abilistic properties). Other medium-term challenge is the provision of assurances re-

garding resilience in systems where goals change during operation, in contrast with our

current approach, which assumes systems with fixed goals.
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Abstract. Software adaptation is becoming increasingly important as more and 
more applications need to dynamically adapt their structure and behavior to 
cope with changing contexts, available resources and user requirements. Maude 
is a high-performance reflective language and system, supporting both equa-
tional and rewriting logic specification and programming for a wide range of 
applications. In this paper we describe our experience in using Maude for proto-
typing component-based self-adaptive systems so that they can be formally 
simulated and analyzed. In order to illustrate the benefits of using Maude in this 
context, a case study in the robotics domain is presented. 
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1 Introduction 

Nowadays, significant research efforts are focused on advancing the development of 
(self-) adaptive systems. In spite of that, some major issues remain still open in this 
field [1][2]. One of the main challenges is how to formally specify, design, verify, and 
implement applications that need to adapt themselves at runtime to cope with chang-
ing contexts, available resources and user requirements. 

Adaptation in itself is nothing new, but it has been generally implemented in an ad-
hoc way, that is, developers try to predict future execution conditions and embed the 
adaptation decisions needed to deal with them in their application code. This usually 
leads to increased complexity (business logic polluted with adaptation concerns) and 
poor reuse of adaptation mechanisms among applications [1]. The use of formal 
methods can help alleviating the limitations of current approaches to self-adaptive 
system development. In particular, they can provide developers with (1) a means for 
creating and sharing common foundations, based on their experience in self-adaptive 
system design; and (2) rigorous tools for testing and assuring the correctness of the 
adaptive behavior of their systems. The latter is a remarkable open issue, since only a 
few research efforts seem to be focused on the formal analysis and verification of 
self-adaptive systems. 
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