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Abstract. Computer networks are crucial for the operation of Informa-
tion Technology (IT) infrastructures. For assuring and maintaining the
functionality of networks and with this of IT systems in general, accurate
and up-to-date information about networks and the incidents in them
is of vital importance. To allow a proper, accurate, and timely assess-
ment this information must be efficiently communicated to the relevant
analysis applications that rely on it. In this paper we propose an ap-
proach on obtaining and efficiently communicating information gathered
with means of low-level network analysis methods from spatially dis-
tributed and heterogeneous data sources. Thereby, we leverage existing
technologies from the fields of network analysis, Event-driven Architec-
ture (EDA), and Complex Event Processing (CEP) and combine these
into a novel distributed network analysis system approach that can be
integrated into todays, modern, distributed IT architectures.
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1 Introduction

Information Technology (IT), nowadays, is a fundamental part of many produc-
tive, organizational, and other kinds of environments. Many businesses, govern-
ments, or other application fields in general like health care or traffic control
heavily rely on operational IT systems. Faults or non-availability of IT systems
quickly result in serious consequences ranging from financial losses to potential
hazards to human health.

Computer networks form the basis for nearly all IT infrastructures as used
today. Problems in computer networks can quickly lead to faults in or non-
availability of the corresponding IT systems. Thus, the functionality of IT sys-
tems highly depends on working computer networks.

Many factors can impact the proper functioning of computer networks and
in consequence of IT systems. Such factors are, e. g., attacks, hardware failures,
or configuration errors.
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In order to maintain operating and functional network infrastructures it is
paramount that incidents possibly impacting the network functionality are de-
tected, reported, and reacted on early, quickly, and properly. A comprehensive,
detailed, and up-to-date overview of a network, its connections, and the entities
in it like hosts or services is the basis on which decisions about changes etc. in
networks are made.

Computer networks usually have large spatial and logical extent. Already
Local Area Networks (LANs) may easily grow very large and complex. Networks
of larger institutions not only consist of a single LAN but of several LANs,
usually representing the individual facilities or sites, that are in turn connected
to a bigger overall network via Wide Area Network (WAN) connections. In order
to acquire a comprehensive overview of such networks data has to be collected
at different places inside the network.

Furthermore, there exists a large range of different methods for gathering
information about a network and the traffic in it [1,2,3,4]. Typically each method
provides different data and fits a special purpose featuring certain benefits as
well as drawbacks when compared to other methods. In order to offer an as
detailed and as comprehensive data basis as possible ideally multiple different
network analysis methods should be employed in a combined fashion in order to
efficiently complement each other. However, existing implementations are often
not designed to work in conjunction with each other and usually feature highly
heterogeneous data and formats.

Additionally, networks are no static entities but change over time. As busi-
nesses grow or requirements change, networks change as well to adapt to these
new situations. In order to maintain a high level of quality and coverage when
gathering information about network and network traffic, the analysis and surveil-
lance equipment should seamlessly change with the surveyed network. Thus, the
analysis and surveillance approach must be flexible to change with the observed
network, ideally at runtime.

Finally, it would be desirable if existing, state-of-the-art solutions could be
integrated into existing higher-level IT infrastructures like service oriented ar-
chitectures (SOA) [5,6]. By this collected data could be easily made available for
a larger range of different applications. This way, by enabling different types of
applications working on the same data, the available data could be used much
more efficiently. Moreover, new types of applications could become possible that
further improve the possibilities and ways of processing, analyzing, or displaying
the data.

Many modern IT infrastructures, on the other hand, already employ Web
Services (WS) or a form of SOA. Such high-level abstraction services and in-
frastructures typically aim at easing interoperability between different compo-
nents, e. g., by providing abstractions for communication infrastructures, data
exchange, or remote procedure calls. These systems typically provide general,
unified, and standardized ways for interoperability. With these abstractions dis-
tributed as well as heterogeneous components can be effortlessly integrated into
bigger systems. Thus, on the first glance, these approaches appear ideal for
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achieving the goals of connecting and integrating different, spatially distributed,
or heterogeneous data sources like those mentioned for network analysis and for
communicating the resulting data.

However, we discovered that there are some important aspects that have to
be taken into account. In the rest of this paper we research the possibilities,
challenges, and caveats of integrating low-level network analysis methods into
high-level infrastructures and where possible will show solutions for the prob-
lems we identified. Thereby, we leverage principles of Event-driven Architecture
(EDA) [9] and Complex Event Processing (CEP) [10] with the goal to eventu-
ally integrate low-level network analysis methods with high-level infrastructure
abstractions like Event-driven Service Oriented Architectures (SOA 2.0) [11].

The rest of the document is structured as follows: Firstly, we explain the
background of the employed technologies. We keep the focus of this discussion the
application field as targeted in this paper. Secondly, we outline our approach and
discuss possible issues as well as ways for solving these. Afterwards, we present
the implementation of our prototype. Subsequently, we discuss our findings and
results. Finally, we conclude with summarizing our work and we give an outlook
on future work we have planned in the context of the research as presented here.

2 Background

For the work presented in this paper technologies from different fields had been
combined. These fields include, network analysis, EDA, and CEP. In the follow-
ing we give a short, introductory explanation for each field as well as references
to present research and implementations.

2.1 Network Analysis

In a nutshell, network analysis in the context of computer networks is the process
of gathering and analyzing data about computer networks, the entities inside
such networks, and the network traffic [1,3]. Techniques for network analysis
and surveillance include low- and high-level, passive and active, or distributed
and non-distributed approaches [2,4].

Network monitoring systems like Nagios [7] or Zabbix [8] already use dis-
tributed and heterogeneous data sources, but these systems usually employ
higher-level data sources. These and other existing distributed approaches usu-
ally use their own protocols for communication instead of standardized infras-
tructures like SOA. Thus, these are more difficult to extend and also more diffi-
cult to integrate with other services and applications.

2.2 Event-driven Architecture

Event-driven Architecture (EDA) [9], in a nutshell, refers to a paradigm of com-
puting and data processing in which the actual processing is not triggered by
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timers, polling, synchronous method calls, or synchronous messages but asyn-
chronously by events. Generally, EDA refers to all systems that use events as
their main driving principle. Besides asynchronous communication EDA allows
very loose coupling of the different components of a system. Thanks to this prop-
erty very diverse components like spatially distributed as well as heterogeneous
components can be effortlessly integrated.

Because events are usually sent and forwarded as they occur there is also the
notion of an EDA having near real-time capabilities. Near real-time must not be
confused with actual “real-time systems” as the constraints, e. g., with respect
to timing etc. on real-time systems are much tougher.

2.3 Complex Event Processing

Essentially, Complex Event Processing (CEP) is a way for processing data in
the form of events [10]. Within CEP systems events, the data, can be processed
in different ways. Operations supported by CEP systems are, e. g., filtering,
transforming, or correlation of events.

With CEP information can be very efficiently aggregated and concentrated
to the most important meaning. This way, important information can be effi-
ciently extracted and separated from unimportant information. Thus, CEP pro-
vides the big potential to efficiently eliminate unnecessary, “meaningless” data.
This is important because of two reasons. Firstly, the processed and aggregated
data is very likely much smaller than the original data, and thus it does not
occupy as much space and requires only a fraction of the bandwidth for being
communicated as compared to the original data. Secondly, analysts reading and
interpreting the data are not flooded with unneeded information but can easily
concentrate on the important parts.

Another property of CEP systems is that they, like EDA in general, ease
the implementation of near real-time systems. Thereby, the meaning equals the
near real-time property of EDA mentioned above. In fact, most CEP systems
are implemented using an EDA.

There are already some approaches in the field of network analysis and
surveillance that already employ CEP. The motivation for using CEP and event-
driven principles is thereby similar to our motivation for using CEP in the work
presented here, namely, the capabilities of CEP for easily integrating distributed
sources as well as the powerful methods for deriving meaningful data from events.
Examples of such work are intrusion detection [12,13] or the detection of dis-
tributed, concealed port scans across companies [14,15]. However, so far very low-
level data acquisition as presented in this work has, to the best of our knowledge
not yet been considered and researched.

3 Our Approach

The general goal of our approach is to integrate low-level network analysis meth-
ods into a high-level communication infrastructure with the intent of eventually
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making the data gathered this way available via higher-level infrastructures like
event-driven SOAs. The aim is to apply different, heterogeneous low-level net-
work analysis methods and to design a system that can be easily extended to
support more methods. The “sensors” that each utilize at least on of these
methods for gathering the data are intended to be deployed distributedly in the
networks that shall be analyzed. The proposed system shall be flexible enough to
quickly adapt to new requirements like changes in network structure, new data
acquisition methods, or the removal or addition of sensors, ideally at runtime.
Thus, the integration of these possibly distributed and heterogeneous sensors to
an overall system is done via an EDA. Furthermore, the processing of data, like
filtering or aggregation of information will to a large extent be performed with
means of CEP. Thereby, the sensors correspond to the event producers of the
CEP system that is created this way.

In the following we will introduce the details of our proposed approach step
by step. We thereby start with outlining some general problems and explaining
our proposed solutions to these.

3.1 Architecture

One general problem that needs to be taken into account is the amount and
frequency with which data is emitted. Many low-level network analysis meth-
ods usually produce very much data with very high frequencies. This, however,
can be challenging to handle, especially when considering high-level abstraction
infrastructures that possibly span several via WAN connected LANs.

An extreme example of a low-level network analysis approach with respect to
the amount and frequency of the generated data is packet capturing. Hence, we
purposely choose packet capturing as first example of a data acquisition method
because we identified it as potentially most challenging for being applied in the
proposed application scenario.

The reason why packet capturing or sniffing is so challenging in this context
is, depending on other factors like the sniffing rate (the ratio of captured pack-
ets over arrived packets) or bandwidth utilization on the network interface on
which packets are captured, that it potentially emits very much data with a very
high frequency. As, by definition, all of the data transmitted in packet switched
networks, like Ethernet [16] or TCP/IP-based [17,18] networks, is contained in
packets, theoretically 100% of the network traffic reaching the interface on which
packets are captured can be acquired via packet capturing. Here we neglect very
low level overhead added on and below the data link layer, like the Ethernet
preamble which typically cannot be recorded with means of packet capturing.
Thus, in the extreme case, the bandwidth with which data is emitted equals the
bandwidth of the network interface on which packets are captured on.

As also already outlined, many institutional networks and connected to this
the respective high-level communication infrastructures span across multiple
LANs that are in-turn connected with WANs. Thus, the first, elemental problem
when integrating low-level network analysis methods into high-level communica-
tion is the potentially huge amount of data that can be emitted by these network
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analysis methods. While LANs nowadays typically offer bandwidths in the mag-
nitude of 1 Gbps, site-to-site connections via WANs like Digital Subscriber Line
(DSL) usually operate with bandwidths in the magnitude of 10 or 50 Mbps or
even below.

Clearly, it is not possible to transfer 1 Gbps of captured data via a 50 Mbps
connection. In order to address this issue, we propose an at least 2-tier archi-
tecture. Traffic inside the LANs is aggregated and preprocessed in local analysis
systems before it is passed to an overarching analysis system. In order to assure
a working overall system it is crucial that the information passed to the overar-
ching system is reduced enough such that it can be transferred via slow WAN
interconnections. In even bigger setups additional layers can be introduced, ef-
fectively building n-tier architectures. This way performance bottle-necks can be
efficiently limited while still maintaining the possibility to build big overarching
systems. In Fig. 1 a simple example of a 2-tier architecture is shown.

Fig. 1. Simple depiction of a tired architecture that includes multiple LANs via WAN
connections.

3.2 Sensors and Data Aggregation

Even in LANs it is not possible to capture 100% of the traffic with maximum
bandwidth and transfer the captured data as-is because this would exhaust the
resources at hand in the LAN itself. Actually, already sniffing traffic with band-
widths in the magnitude of Gbps is very challenging and either requires special
hardware or more sophisticated capturing solutions [19,20]. However, such spe-
cialized solutions are a big field of research on their own such that we do not cover
this here in-depth. For the research presented here we do not require capture
rates near 100% and thus can use common solutions.

A measure to efficiently reduce the amount of data emitted by packet captur-
ing is to output only the packet headers instead of the entire packets and discard
the higher protocol payload. With this approach the total amount of data can be
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significantly reduced while still maintaining much of the important information.
Many data protection regulations prohibit capturing user data anyhow.

Assuming a reassembled (not fragmented) via IP [18] transmitted TCP [17]
packet with maximum overall size of 65535 bytes and a maximum accumulated
(including TCP, IP, and Ethernet [16] headers), captured (excluding data that is
not captured like the Ethernet preamble or footer) header size of 134 bytes the
header data only makes up approximately 0.2% of the complete packet, or by just
using the header in this example the amount of data can be reduced by a factor
of approximately 489. Similar holds for UDP [21] packets as well. In practice
packets are usually not sized as big as in this exemplary examination. However,
the decrease in size when emitting solely the headers instead of the overall packets
is still very significant. Assuming, e. g., much smaller packets with overall size of
2048 bytes and still assuming a maximum accumulated header size of 134 bytes
the header makes up roughly 6.54%; correspondingly, the amount of data is still
reduced by a factor of about 15.3. Furthermore, in practice headers usually are
much smaller than the maximum as used in these exemplary calculations. Note
that additional data like a capture header had been neglected here.

Another method for reducing the total amount of data emitted by packet
capturing are filter that can be applied to selectively capture only certain pack-
ages. Pcap [22] as used in our prototype, e. g., allows very efficient kernel level
filtering of packets. This way also the relative sniffing rate, the ratio of captured
packets over all arrived packets that should have been captured, can be further
increased.

Depending on the actual requirements, these different approaches on reducing
the data already during data acquisition can be used combined or selectively.
Generally, by reducing the amount of data in the sensors before it is actually
fed into the event-driven system the load on the overall system can already be
significantly reduced.

Another elemental problem that arises when combining distributed sensor
approaches and low-level network analysis is that of a “feedback problem”. By
default, the here mentioned data acquisition methods pick up any traffic, in-
cluding the traffic caused by the communication infrastructure that is required
to exchange events. Consequently, the sending of one event results in network
traffic, which in turn might be picked up by our sensors, which in turn generate
events from this incident which in turn gets send on the network etc. possibly
resulting in an infinite loop. Feedback loops are critical as they could result in
the network being flooded with self induced traffic. In the worst case such a
situation could render the entire network unusable, and thus must be avoided at
all costs. In our approach proposed here we brake this loop simply by filtering all
traffic on the sensor level that is attributed to our communication infrastructure.

3.3 Communication Infrastructure and Integration

Our proposed system must be easily extendible, allow effortless addition of new
data sources, be adaptable to changes in, e. g., network topology, or allow addi-
tion and removal of sensors at runtime. In a nutshell, the overall system must be
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very flexible and adaptable. Thus a design principle had been chosen that allows
very loose coupling between individual components. The general data process-
ing and communication paradigm of our proposed system follows event-driven
principles. With this approach event producers (the data sources or sensors),
event consumers (the data sinks), as well as most other entities are by and large
not concerned with details of the underlying communication infrastructure or
addressing individual components. As also mentioned in the previous section
we use a multi-tier architecture. Reason is to limit bottlenecks and increase the
performance of the compound system.

We chose a message oriented communication infrastructure, namely a message-
oriented middleware (MOM) like Java message service (JMS) [23]. MOMs are
very well suited as communication infrastructure for EDAs because they also
allow loose coupling and enable asynchronous communication. Furthermore,
MOMs allow effortless integration for the prototype and can perspectively inte-
grated into other higher-level infrastructures like SOAs. In further research this
MOM might be either extended or replaced by an enterprise service bus (ESB)
[24]. The choice for a MOM is beneficial as the components are already very
loosely coupled and the only parts specific to the current implementation is very
little glue-code for attaching the individual components to the MOM.

We exploit some of the features of a MOM to further optimize the perfor-
mance of our proposed system. Namely, we chose to use a publish-subscriber
style notification via so called “topics”. We use a distinct topic per event type,
in our case, e. g., packets being captured or connections being tracked. All enti-
ties that require events being sent to them simply subscribe to the corresponding
topics.

This way of “selectively distributing events” is a simple yet efficient way to
limit the distribution of events to the components that require the respective
events. This results in less traffic in the network, less processing in the message
system, and reduced overhead on the event receiving entities in the system. Us-
ing, e. g., one general topic for all events would highly increase the network load
and messaging overhead as well as the complexity of and load on the event re-
ceiving components as these, e. g., would need to actively filter unwanted events.

Furthermore, using a MOM is a very convenient way for establishing n-to-m
communication. Neither event sending nor event receiving components need to
be aware of the number of receivers or senders; they simply send or receive events
to/from the message infrastructure.

By using distinct topics for events also the different components sending
and receiving events are highly decoupled. The only thing all entities need to
“know” is how to access the overall communication infrastructure. Event sending
components then will just create a topic if it doesn’t exist yet and will send
events to this topic. Components receiving events simply subscribe to the topics
of interest. In case no such topic exists yet it will be created as well; however,
no events will be available until an event sending component attaches to the
corresponding topic and begins sending events.
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In further research we will evaluate exploiting the features of an ESB [9,24].
Namely, leveraging the ESB routing functionality to determine even more gran-
ularly where events need to be sent. This way we expect that the communication
inside the system can be further improved.

The connection to the higher abstraction infrastructures like SOA 2.0 will
also be established via the communication infrastructure. Thereby, we currently
consider two related solutions. Firstly, what we call “adapters” subscribe to the
topics that contain the events intended for further distribution and forward these
to the corresponding systems. An “adapter” in this context is a software that
subscribes to a topic and forwards these events to the higher-level communica-
tion infrastructure. Secondly, the first solution could be extended by providing
dedicated topics for forwarding events and than attaching the adapters to these.
Via the latter approach an even more granular distribution of events could be
realized in a way that events are even more selectively filtered or pre-processed
before being sent for further propagation. This detailed filtering and processing
is explained in the following section.

3.4 Event Processing

So far the event producers (sensors) as well as the communication infrastructure
had been introduced. Finally, the even processing components of our proposed
system is where the actual processing of events occurs; i. e., filtering of individual
events, transformation of events, or correlation of events takes place. The event
processing is especially important to meaningfully pre-process, enrich, transform,
and filter events before sending them to higher-level systems.

In our proposed approach the event processing is either done via specialized
agents or generally via an attached CEP engine. Depending on the use case
either of these two may be beneficial. Also combinations may be used in which
data is pre-processed by a special engine, and afterwards is fed into the CEP
engine. Generally, arbitrary complex chains of event processing actions can be
created. The generic approach on establishing the connection between dedicated
processing agents and the CEP engine is to connect these via MOM topics as
well.

In section 3.3 on page 7 an approach for selectively distributing events via
distinct topics had been introduced. While this can be considered some general
way of filtering the selective distribution does not allow more sophisticated fine-
grained and detailed filtering of events. In order to filter events, e. g., with respect
to more complex criteria like contained data or order of events more sophisticated
measures need to be taken. To perform this kind of filtering here we either apply
dedicated filtering agents or perform the filtering in the CEP engine.

Another, simpler form of filtering that cannot be done via the aforementioned
approach on selective distribution via topics is selectively removing data from
events. On the first glance this might be superfluous as event receiving entities
can freely select which data to use and which not but there are some use cases
that require reducing the data contained within events. At first, reducing data
in transmitted events further reduces the network and communication overhead,
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and thus may be used for fine-tuning or optimizing the performance. More im-
portant, though, excluding data from events might be required due to reasons
like data protection regulations or confidentially aspects.

A different form of processing events is to transform events. Essentially, trans-
formation is considered any operation that takes an individual event and creates
a new individual event from it. So in one way, the latter approach on filtering
event data by removing data from events can be considered a special of transfor-
mation. However, usually, transforming events implies changing data formats or
data representation; e. g., in our prototype raw header data in form of a byte ar-
ray is transformed into a map-based structure to ease computation and handling
of data.

Finally, CEP can be used to correlate events to each other. In our proposed
system this event processing approach is applied in order to detect patterns in
the incoming event streams and generate new events based on these. This way
events can be very efficiently summarized, and instead of needing to transfer
several low-level events to a higher-level system, few more-complex events can
be sent instead. This is another key feature for aggregating information and
reducing the size of the communicated data, and thus increase the performance.

4 Prototype

For the implementation of our prototype we followed an iterative bottom-up
approach. We started with the simplest possible, operational system and then
successively added functionality to it. Besides the software engineering aspects
of this approach, this choice was also motivated as a test of the flexibility of
our approach. By iteratively adding functionality and changing our prototype
we could test at first-hand how flexible our proposed approach really is.

4.1 Sensors

For the prototype with which we tested the approach as presented in this paper
we exemplarily used the methods of packet capturing and connection tracking
[3,25]. In general, we chose these methods because they are inherently event-
based; the emitted data already has the nature of events. In case of packet cap-
turing the arrival or capture of a packet is treated as event. In case of connection
tracking the change of a connection state is interpreted as event. Furthermore, we
chose packet capturing because we identified that especially this method could
be challenging to tackle in the context of the proposed approach, e. g., because
of the performance aspects associated with it. Connection tracking was chosen
because like packet capturing it is an passive, low-level data acquisition method,
but one that produces data highly different from the data emitted by packet
capturing.

In one of the later iterations, we changed the system by extracting the packet
header parsing functionality from the event producer and integrating it into a
distinct component. This was on one hand intended as optimization to reduce the
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load on the event producer as well as on the network and message infrastructure
but also as another “hands-on” test for the flexibility of our proposed approach.

4.2 Communication Infrastructure

In the scope of the system proposed in this paper a message oriented approach
on exchanging events had been utilized. A message-oriented middleware (MOM),
namely the Apache ActiveMQ JMS system is used in the prototype implemen-
tation [23]. Thereby, the code needed for attaching our components to the mes-
saging infrastructure is minimal such that the actual messaging implementation
can be effortlessly interchanged at any time. In general, thanks to the choice of
an message-driven EDA, our approach also works with other means of commu-
nication infrastructures like an ESB.

4.3 Event Processing

As event processing engine we chose the Open Source Esper CEP engine [26].
We evaluated the feasibility of meaningfully processing low-level network anal-
ysis data by creating different event patterns. These patterns include, detection
of TCP connection setup and tear-down based on packet capturing data, calcu-
lating the time-difference between the observation of corresponding ICMP echo
request and response packets, and calculating the duration of a TCP connection
based on connection tracking data. Additionally, we also implemented a more
complex pattern that calculates the duration of a TCP connection. This pattern
utilizes two other events that are in-turn themselves derived via CEP. These two
patterns detect the TCP connection setup and tear-down based on raw events
gathered with packet capturing. Based on these, the duration of a TCP connec-
tion is calculated as the difference of the end and start timestamps. Motivation
for this was to test more complex patterns, and compare different heterogeneous
event sources to each other with respect to CEP.

5 Discussion

We present an approach on integrating low-level network analysis methods into
higher-level IT systems like EDA or SOA 2.0. With this approach we present
a generic architecture that can be leveraged for integrating arbitrary network
analysis methods.

We exemplarily implemented two sensors that employ different low-level net-
work analysis methods. Thereby, we identified some essential problems that arise
when integrating low-level network analysis approaches with high-level systems.
One issue we discovered was the handling of possibly huge data amounts as emit-
ted by aforementioned network analysis methods. Thereby, especially the limited
bandwidth resources in bigger scope network contexts are very problematic. For
solving this issue we proposed a scalable multi-tier architecture that can be eas-
ily implemented with EDAs and analyzed means for reducing the emitted data

Le-veraging EDA and CEP for Integrating Low-level Network Analysis Methods into
Modern, Distributed IT Architectures 23



as well as the data that is finally sent to the higher-level systems by reducing
the emitted data, filtering, or application of CEP for correlating data into more
complex events or a combination of these.

Another problem we identified is the feedback problem that arises when net-
work analysis methods are employed in a distributed context and these analysis
methods observe the traffic used for communicating analysis results. Here we
proposed a solution by excluding the own network traffic from the network anal-
ysis. For both implemented sensors, packet capturing and connection tracking,
very efficient ways of filtering data exist. Thereby, the general feedback problem
is not limited to an EDA-based approach as sketched in this paper but affects all
distributed systems that potentially record their own communication artefacts.

We also evaluated the use of CEP with low-level network analysis data.
Therefore, we implemented exemplary patterns and observed their functionality.
While most patterns worked as intended we, interestingly, found that the data
as generated by the two TCP connection duration patterns differed in some, rare
cases. We could not find an explanation for this yet but we will investigate this
in further research. Similarly to the performance during the data acquisition,
e. g., during sniffing, the performance of the CEP engine may become an issue.
During our tests with our prototype we found indications that performance as-
pects may become problematic when the overall size of the system grows and
the number of sensors, and connected to this the overall amount of events that
need to be processed, increases. With respect to CEP performance there are
already some promising current approaches to increase CEP performance with
“in-hardware” CEP systems that use field programmable arrays (FPGAs) [27]
or massively parallel computation via general purpose graphical processing units
(GPGPUs) [28].

Finally, we tested and evaluated the flexibility of our proposed approach at
first-hand by using an iterative implementation approach during the implemen-
tation of the prototype. In one of these steps we changed the way data is handled
by extracting functionality from one component and putting it in another, newly
created component. In the other test we added a new type of sensor that emits
highly differing data. In both cases the proposed system architecture proofed to
be very flexible and extendible and the required changes were limited to just the
directly influenced parts. Other components, the messaging infrastructure, and
the CEP engine could be left unchanged. This could be especially nicely seen on
the process of externalizing the header parsing which simply required changes in
the packet capturing sensor and the addition of the header parsing component.
All other components, even those depending on the parsed header events, could
be left as-is.

6 Conclusion and Future Work

In this paper we proposed a system for integrating low-level network analysis
methods into higher-level IT systems like EDA or SOA 2.0. We identified possible
issues and showed ways for solving these.
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In order for accessing the practicability of our approach we implemented a
prototype that was made up of several components: messaging infrastructure,
a CEP engine, a packet capturing sensor, a connection tracking sensor, and a
packet header parsing agent. While some of the implementations mostly required
integration of pre-existing implementations, others required more implementa-
tion effort. With this prototype we could show in first, simple tests that our
proposed approach generally works. Repeated tests showed that the system and
its components are running stable and produce the expected output. We will use
this system as foundation for the next steps in our research.

During our implementation we started with a simple system and extended
it step by step. This work was also intended as a test for the flexibility of our
proposed approach. It showed that the system is very flexible and extendible.
During the different changes we made to the system only the immediately af-
fected components had to be changed.

In future work we plan to further extend the prototype as created during the
work presented here. Furthermore, we will perform more in-depth test on the
system. While in the work as presented here the emphasis was on the general
architecture and concepts as presented in this paper, performance aspects are
also a very important topic. Hence, we will also test and evaluate these aspects
in more detail in our upcoming future work.
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Abstract. La posibilidad de ejecutar un mismo workflow cient́ıfico
en distintos entornos Grid heterogéneos todav́ıa es, a d́ıa de hoy,
un reto abierto. Aunque la orientación a servicios permite allanar el
camino, las propuestas existentes exigen un papel activo por parte de
los programadores, que deben seleccionar el entorno de ejecución a
utilizar en todas las tareas del workflow de manera estática. Como
consecuencia, estas soluciones limitan la utilización de diversos entornos
de computación de forma conjunta. En este trabajo se pretende ir un
paso más allá, liberando al programador de la selección del entorno
de ejecución y permitiendo ejecutar workflows en múltiples entornos
de computación heterogéneos. Para ello, se propone un servicio de
computación que permite programar workflows independientemente del
entorno de ejecución y a distintos niveles de abstracción a través
de diferentes lenguajes orientados a servicios. Asimismo, el servicio
permite integrar varios entornos Grid heterogéneos, mejorando su
aprovechamiento mediante una estrategia de meta-scheduling basada en
simulación que permite decidir el entorno de ejecución más adecuado
para cada tarea. Como caso de uso, el workflow de análisis Inspiral es
ejecutado sobre dos entornos heterogéneos, mejorando el rendimiento de
la ejecución del workflow.

Keywords: Workflows cient́ıficos, orientación a servicios, Grid, inte-
gración de sistemas heterogéneos

1 Introducción

El creciente interés de la comunidad cient́ıfica por automatizar de manera
sistemática la ejecución de sus experimentos ha supuesto el impulso definitivo de
los workflows cient́ıficos [1]. Este tipo de workflow representa un paradigma para
describir, gestionar y compartir análisis cient́ıficos abordando la complejidad
de los experimentos realizados en este ámbito. Los workflows cient́ıficos se
caracterizan por englobar un elevado número de tareas que semodelan utilizando
especificaciones de alto nivel que permiten describir llamadas a servicios Web,
scripts y tareas locales, tareas de larga duración a ejecutar en entornos de
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